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ABSTRACT

This paper presents DREAMLLM, a learning framework that first achieves versatile
Multimodal Large Language Models (MLLMs) empowered with frequently over-
looked synergy between multimodal comprehension and creation. DREAMLLM
operates on two fundamental principles. The first focuses on the generative model-
ing of both language and image posteriors by direct sampling in the raw multimodal
space. This approach circumvents the limitations and information loss inherent to
external feature extractors like CLIP, and a more thorough multimodal understand-
ing is obtained. Second, DREAMLLM fosters the generation of raw, interleaved
documents, modeling both text and image contents, along with unstructured layouts.
This allows DREAMLLM to learn all conditional, marginal, and joint multimodal
distributions effectively. As a result, DREAMLLM is the first MLLM capable of
generating free-form interleaved content. Comprehensive experiments highlight
DREAMLLM’s superior performance as a zero-shot multimodal generalist, reaping
from the enhanced learning synergy. Project page: dreamllm.github.io.

1 INTRODUCTION

“What I cannot create, I do not understand.”

Richard P. Feynman, on his blackboard at the time of his death, 1988

Content comprehension and creation in multimodality are crucial and among the ultimate courses
of machine intelligence (Sternberg, 1985; Legg & Hutter, 2007). To this end, Multimodal Large
Language Models (MLLMs) (Alayrac et al., 2022; Hao et al., 2022; Huang et al., 2023) have emerged
as extensions of the successful GPT-style Large Language Models (LLMs) (Brown et al., 2020; Zhang
et al., 2022; OpenAl, 2022; 2023a;b; Chen et al., 2023b; Touvron et al., 2023a;b) into visual realm.
Recognized as foundation models (Bommasani et al., 2021), MLLMs have achieved unprecedented
progress in multimodal comprehension capabilities. These advanced models typically enhance LLMs
by incorporating images as multimodal inputs, such as CLIP features (Radford et al., 2021), to
facilitate language-output multimodal comprehension. Their aim is to capture multimodal conditional
or marginal distributions via a language posterior. However, multimodal creation, which involves
generating images, texts, or both, necessitates a universal generative model that simultaneously learns
language and image posteriors—currently underexplored.

Until very recently, some concurrent works have shown success in conditional image generation using
MLLMs (Koh et al., 2023; Sun et al., 2023b). As depicted in Fig. 1, these methods compel MLLMs
to produce either discrete or continuous conditional embeddings that explicitly align with a pretrained
CLIP encoder, which could later be used by a pretrained Stable Diffusion (SD) (Rombach et al., 2022)
model for image generation. However, due to an inherent modality gap (Liang et al., 2022), CLIP
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Figure 1: Conceptual comparisonof vision-language (VL) foundation models. (a) CLIP-like
models (Radford et al., 2021; Yu et al., 2022a; Li et al., 2023e) take advantage of two towers
that explicitly align VL representations. (b) Flamingo/BLIP-like models (Alayrac et al., 2022; Li

et al., 2022; 2023d; Huang et al., 2023) encode VL representations into a uni ed manifold space
using a singular MLLM. However, these models lack full autoregressivity, as they only output
language. (c) Concurrent MLLMs (Koh et al., 2023; Sun et al., 2023b) align visual outputs with CLIP
representations, but this alignment occurs in an intermediate space, not a raw data space. Consequently,
models such as Emu necessitate a second-stage ne-tuning of Stable Diffusion (Rombach et al., 2022)
for raw image generation. These models also fall short in generating raw interleaved documents. (d)
Our DREAMLLM, instead, generates raw language and image inputs in a uni ed auto-regressive
manner, inherently enabling interleaved generation. Only non-autoregressive generation loss is noted.

semantics focus predominantly orodality-sharednformation, often overlookingnodality-speci c
knowledge that could enhance multimodal comprehension. Consequently, these studiext fudlye
realized the potential learning synergy between multimodal creation and comprehension, have shown
only marginalimprovements in creativity, and remaie cient in multimodal comprehension.

In this work, we introduc®REAMLLM , universally learning image and text posteriors with expected
creation & comprehension synergy, based on the followingdesactodesigning principles:

i. Generate Everything as It Is Different from existing works that generate intermediate image
representations like CLIP embeddings during trainbgeAMLLM not only takes all modali-
ties raw data as inputs but also as outputs in a truly end-to-end fask&ooijtputs aredentical
to inputs, see Fig. 1). The challenge lies in enabling MLLMs to learn the image posterior
without compromising their comprehension capabilities. To address this, we intrdrkara
queries a set of learnable embeddings that encapsulate the semantics encoded by MLLMs. This
approach avoids altering the output space of MLLMs. Raw images are then decoded by the SD
image decoder conditioned on these semantics. In this fashion, the pretrained SD acts as the
score functior(Ho et al., 2020). Thénage posteriotis thus modeled by direct sampling in the
pixel space, facilitated bgcore distillation(van den Oord et al., 2018; Poole et al., 2023).

ii. Interleaved Generative Pre-Training (| -GPT) DREAMLLM is trained to generate interleaved
multimodal corpora from the internet (Zhu et al., 2023b), mtbodinganddecodingnterleaved
image-text multimodal inputs. Unlike encoding multimodal inputs as in existing methods,
decoding interleaved multimodal outputs is challenging due to the complex interleaving layout
structures and the long-context requirement of images. Our approach tackles the interleaved
layout learning using a uniguedream=oken that predicts the placement of images within texts.
HarnessinREAMLLM's causal nature, all contents are generated with history multimodal
contexts of any length. Thisterleaved generative pretraining) {GPT)inherently forms all
joint, marginal, and conditional distributions of images and texts in the document, leading to a
learningsynergythat grounds BREAMLLM's comprehension in creation and vice versa.

Extensive experiments across various vision-language comprehension, content creation, and language-
only tasks demonstraf@eREAMLLM 's superior performance aszaro-shot multimodal generalist

For instanceDREAMLLM -7B achieves an 8.46 FID on MS-COCO and sets a new standard with
49.1/35.9 scores on MMBench and MM-Vet evaluations, respectively. Moreover, we delve into
the learning synergy between comprehension and creation, revealing decent in-context generation
capabilities. Withl -GPT pretrainingDREAMLLM generates interleaved documents following
human prompts after supervised ne-tuning on instruction-following data curated with GPT-4. To
our knowledge, this work is the rst to enable MLLMs to create free-form interleaved content with a
learning synergy on both sides. As a foundational learning framevid®kEAMLLM is adaptable

across all modalities, laying a promising foundation for future multimodal learning research.
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2 BACKGROUND & PROBLEM STATEMENT

Autoregressive Generative Modeling Given the joint probability distributiop (w) over a sequence

w = fwtgtT:1 with length T, the canonical causal generation (Mikolov et al., 2010; Radford
et al., 2%8; 2019) of every tokem; by a -parameterized language modelis modeled as

p (w)= tT:l p (W¢jw« ). For multimodal comprehension, the sequence could coKtaandered
imagesl = fl,gf_, interleaved with words. Thk-th image is processed as patch embeddings
with visual encoder#d () like CLIP, which will then be encoded by a projectgr (e.g, a

linear layer (Huang et al., 2023) or DETR- (Carion et al., 2020)/Perceiver-like (Jaegle et al., 2021)
Resampler (Alayrac et al., 2022)) intelength visual embeddingg, = fv-g-, . LetK (t) be the
image number before ttteth word token. The maximum likelihood estimation (MLE) is to minimize

Lmum( = 5 gw;l):= E logp (Wijw<;Vk 1y) + Vkp =M H (k@) (@)

Diffusion Models Diffusion Models (DMs) (Sohl-Dickstein et al., 2015; Ho et al., 2020) are
probabilistic generative models that learn the latent structure ozdatéz,g/-; through continuous-
T-timestamps information diffusion. DMs involve a forward or diffusion proagssat smoothly
converts data to Gaussian noise. Given the initial datageint q(zl)ldand diffusionrate; :=1 ¢,

this process can be de ned aga marginal distributinjzi) := N (" “tz1; (), and the perturbed
data distribution i)(z;) := q(z:jz)q(z)dz by integrating out data densityz). A reversed
denoising probability owp is used for generating data from nose N (0O;1) as a Markov Chain
with transition approximated by a Gaussian maalék; 1jz;) :== N ( (z;); Zl), which relates to

an optimal MSE denoiser sincgz; 1jz;;z;) is Gaussian with enough timestamps (Feller, 1949;
Sohl-Dickstein et al., 2015). Ho et al. (2020) show that the optimization with the evidence lower
bound (ELBO) can be simpli ed by training a denoising U-Ne(z; ; t) parameterized with that
estimates the conditional expectatiBh pI\L (0; I)szt] (Bao et al., 2022). Le€ be the conditional
embeddings, and the perturbed data= ~ —(z;+ ° 1 —; , the minimization objective is

Low(:2):= Bu @y v o K (zGY) K @

Since (z;;t) = S (z¢;1) as derived from Tweedie's (Efron, 2011; Luo, 2022), it is equivalent
to denoising score matching of,, logp (z:) (Hyvérinen, 2005; Vincent, 2011), thus DMs are also
calledscore-functiorbased generative models (Song & Ermon, 2019; 2020; Song et al., 2021; 2023).

2.1 How CAN WE USEMLLM s FORDIFFUSION SYNTHESIS THAT SYNERGIZES BOTH SIDE3

Multimodal signals typically exhibimodality-speci cinformation that has distinct structure but
complementargemantics (Dong et al., 2023). This complementary property allows us to utilize deep
language comprehension to enhance cross-modal image generation (Saharia et al., 2022). However,
the potential of multimodal creation to improve comprehension remains largely unexplored.

Existing strategies (Koh et al., 2023; Sun et al., 2023b; Ge et al., 2023) integrate successful Diffusion
Models with MLLMs by aligning the semantic spaces of conditional embeddings betweerCE'fP

and MLLMs CV'™™ _ The objective is to minimize alignment lokgjgn = D(M ~ CMUM; CELIPY |
employing a distance metrl@( ; ) and a condition projectdvl . However, CLIP models primarily
learnmodality-sharedsemantics, often overlookingodality-speci cinformation due to a modality

gap (Liang et al., 2022; Liu et al., 2023f). This explicit alignment with CLIP's intermediate output
space may induce more con icts than synergies, as MLLMs are forced to generate semantically
reduced information, deviating from their original output space. To circumvent these issues, we
propose alternative learning methodologies (See Fig. 2), which we elaborate in the ensuing sections.

Learning Objective Our aim is to leverage MLLMs to model distributions via direct pixel space
sampling. Here, the pretrained SD functions as a score metric, distilling the learned data distribution.
This approach is similar to Score Distillation Sampling (Poole et al., 2023) (SDS, also known as
Score Jacobian Chaining (Wang et al., 2023a)). In this context, image posterior is learned in a
DeepDream-like manner (Mordvintsev et al., 2015), using MLLMs' conditional parameterization.

Conditional Embeddings Rather than converting the output space of MLLMs to align with CLIP,
we propose tgueryMLLMs using learned embeddings. Consequently, MLLMs-enriched semantics
serve as diffusion conditioning, and the distribution is implicitly modeled through synthesis sampling.
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Figure 2:Overview of of our DREAMLLM framework. Interleaved documents serve as input,
decoded to produce outputs. Both text and images are encoded into sequential, discrete token
embeddings for the MLLM input. A specialdream>token predicts where to generate images.
Subsequently, a seriesaeam queriesire fed into the MLLM, capturing holistic historical semantics.

The images are synthesized by the SD image decoder conditioned on queried semantics. The
synthesized images are then fed back into the MLLM for subsequent comprehension.

3 DRrREAMLLM

We introduceDREAMLLM , a universal learning framework that facilitates both MLLM's compre-
hension and creation capabilities. QUREAMLLM is built with a causal decoder-only LLM as

the model foundatiori,e., Vicuna (Chiang et al., 2023) based on LLaMA (Touvron et al., 2023a)
trained on ShareGPT (Zheng et al., 2023). We adopt OpenAl's CLIP-Large (Radford et al., 2021) as
the visual encoddd |, followed by a linear layeM  for visual embedding projection. To synthesize
images, we use Stable Diffusion (SD) (Rombach et al., 2022) as the image decoder, and the condition
projectorM is also a linear layer. An overview of the architecture is depicted in Fig. 2.

3.1 END-TO-END INTERLEAVED GENERATIVE PRETRAINING (I -GPT)

All natural documents can be regarded as carriers of text-image interleaved information. Text-only,
images-only, and text-image pairs data, on the other hand, can be seen as special cases of interleaved
corpora with different modality compositions. Thus, it is critical to empower the model with the
capability to learn and generdtee-form interleaved documerttgat form all possible distributions.

Interleaved Structure Learning To model the interleaved structure, the interleaved sequence is
operated by extending a new speegidfeam>token before images. During trainingREAMLLM

is trained to predict thisdream>token that indicates where an image emerges, and the conditional
image synthesis is performed afterward, as introduced next. During infel@reaMLLM will
generate an image on its “free will” when this token is predicted.

Conditional Synthesis through Score Distillation To avoid the possible con icts of CLIP semantics
and MLLMs stated in Sec. 2.1, we carefully design a different learning objective and conditional
embeddings. Formally, we introduce a series of learndiflam queriesvith lengthQ: d = qugff:l .
Considering the-th token is predicted asdream>token, the conditional embeddingg 7y --" for

the(K (t) + 1) -th image synthesis can be obtained by causally querying the previous sequences:

TottM = F o (diXe 15 Veak (o1 ): 3)
Thus, the denoising score matching with lateiig motivated in the similar formulation to Eq. (2):
Low ™M (5 ds 55 2= Eru i N (o) K (2 CFFAMEMEY) i (4)

where is not updated since the SD is frozen. Eq. (4) can also be viewed as a generalized formulation
of textual inversior(Gal et al., 2023), but all condition embeddings are learnable by model-seeking.
From the perspective afcore distillation(van den Oord et al., 2018), the KL divergence de ned by
conditions and the pre-learned score function is equivalently minimized for distilling (Hinton et al.,
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Table 1:Zero-shot multimodal comprehension evaluatiorof image-to-text captioning, general
VQA, text-related VQA, and comprehensive benchmarksenotes non-zero-shot results for VQA.
DREAMLLM-7B s trained using the SFT data constructed by LLaVA-1.5 (Liu et al., 2023b).

Method Captioning VQA Comprehensive
COCO I2Paragraph VQAv2 OKVQA VizWiz TextVQA MMBench MM-Vet
Comprehension Only MLLMs
MetaLM (Hao et al., 2022) - - 411 11.4
Kosmos-1 (Huang et al., 2023) - - 51.0 - 29.2
Flamingo-9B (Alayrac et al., 2022)  79.4 - 51.8 447 28.8 - - -
OF-9B (Awadalla et al., 2023) 65.5 - 52.7 37.8 275 29.1 4.6 21.8
LLaVA-7B (Liu et al., 2023c) - - - - - 28.9 38.7 238
MLLMs for Comprehension & Creation
CM3Leon-7B (Yu et al., 2023a) 61.6 10.5 47.6 23.8 37.6
Emu-14B (Sun et al., 2023b) 117.7 - 40.0 34.7 354 - -
_DREAMLLM-7B (Ours) 1154 174 = 566 = 443 = 458 349 = 499 = 359
DREAMLLM-7B (Ours) 103.7 8.4 72.9 52.2 49.3 41.8 58.2 36.6
2015) learned probability density in c%nditional image synthesis: i
; DREAMLLM ._ i5 + 5 « (DREAMLLM ; .
min- Lpy = Egcomemun Dyl O(Z¢ 1j21;21;C° Ykp (ze 1jze) + (5)

Universal Multimodal Generative Modeling An interleaved document sequence fx;gl_;
contains both worde = fw;gl\; andimages$ = fl,gf_, . The autoregressive nature forms all
possible conditional distributions, such as image conditional multimodal comprehexfgifin)

or text-to-image synthesgl jw). The images are processed as visual embeddinf causal
comprehension. Assuming that the pretrained SD is an optimal score function, Eqg. (5) thus could
be viewed as an MLE optimization for the synthesis posterior. Different from Eq. (1), the targeted
sequence&; how could be both encoded images or words. The objective is thus uni ed to the MLE
of all causally-conditioned posteriors in arbitrary forms:

LufE M (= f;d;; gx):= Ecflogp (XijX<)]: (6)

3.2 MODEL TRAINING

In this work, we consider a three-stage training procedure. It can be summarized as follows, and the
implementation details, like training data, can be found in Table 13 in Appendix C.

I Alignment Training This stage is used to alleviate the gap in multimodality, facilitating the
adaptation of multimodal inputs to LLMs. The lineasual projector linearcondition projector
and learnableream embeddingsre pretrained for cross-modal manifold alignment amfoozen
LLMs, visual encoder, and SD. We use approximately 30M image-text pairs data, training both
image-to-text comprehension and text-to-image synthesis.

Il I -GPT Pretraining Following alignment, the LLM undergoes anfrozenprocess fot -GPT
pretraining (detailed in Sec. 3.1). This critical stage facilitates the learning of joint vision-language
distributions via generative modeling. Training incorporates approximately 2M selectively Itered
documents from MMC4-Core (Zhu et al., 2023b), adhering to a CLIP score threshold of 0.25.
Furthermore, we use 2M paired data samples from LAION40OM (Schuhmann et al., 2021),
captioned by BLIP (Li et al., 2022).€., BLIP-LAION), to enhance text-to-image training and
potentially mitigate the impact of some low-quality noisy images and texts from sMMCA4.

[l Supervised Fine-tuning This stage enables the model to perform general multimodal com-
prehension and creative tasks following human instructions (Ouyang et al., 2022). We utilize
approximately 80K visual instruction tuning data collected by Liu et al.. For instruction-following
content creation, GPT-4 is prompted with document summaries or image captions, collecting
approximately 20K instruction-following document synthesis from MMC4 (InstructMMC4) and
20K image synthesis data from BLIP captioned LAION40OM (Instruct-BLIP-LAION).

4 EXPERIMENTS

DREAMLLM is a versatile multimodal generalist that excels at zero-shot or in-context vision-
language comprehension and synthesis tasks. In this section, we conduct systematic evaluations for
demonstration. See qualitative results in Appendix B and implementation details in Appendix C.
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4,1 MULTIMODAL COMPREHENSION

Multimodal comprehension enables humans to interact with agents conditioned on both words and
visual content. We evaluate the multimodal vision and language capabiliti2siMLLM across
several benchmarks, including image-to-text captioning on COCO (Karpathy & Fei-Fei, 2017) and
Image2Paragraph (Krause et al., 2017), general visual question answering (VQA) on VQAv2 (Goyal
etal., 2019), OKVQA (Marino et al., 2019), VizWiz (Gurari et al., 2018), and text-related VQA on
TextVQA (Singh et al., 2019). Additionally, we conducted a zero-shot evaluation on the recently
developed benchmarks of MMBench and MM-Vet to assess the model's performance in complex
multimodal tasks. The results are presented in Table 1 (See Table 5, and Table 6 in Appendix A).
All metrics and data splits are listed in Table 14 in Appendix C. We nd thdDREAMLLM
outperforms other MLLMs across all benchmarks. NotablgeAMLLM -7B surpasses concurrent
MLLMs with image synthesis capabilities by a signi cant margin, achieving +16.6 higher accuracy
on VQAv2 compared to Emu-13B. ii) On comprehensive benchmarks like MMBench and MM-Vet,
DREAMLLM achieves state-of-the-art performance against all 7B counterparts. Detailed analysis
revealed superior spatial/relation reasoning capabiliti€&@REAMLLM compared to other MLLMs,

likely a result of its image synthesis learning. Sgrlitative results and comparisoos multimodal
dialogue in Table 11, Table 12, Fig. 10, Fig. 11, and Fig. 12, in Appendix B.

4.2 TeEXT-CONDITIONAL IMAGE SYNTHESIS

Text2Image is one of the most commonlfable 2: Zero-shot text-to-image generation FIDon
used techniques for creative content gen@tS-COCO LN-COCO.LMdenoteslanguage model
ation that follows human's fabulous imagbased method#1Glenotesnultimodal generatiometh-
inations through free-form languages. ods, andFIG denotedree-form interleaved generation
ethods?Y is ne-tuned SDv2.1 on our staledata.

We assess text-conditional image synthe- ' ; ;
sis on the MS-COCO validation set (Li g]enotes retrieval-augmentation (Sheynin et al., 2023).

et al., 2014) and LN-COCO, the Coc?genotes results after stagealignment training.

subset of Localized Narratives (PontMethod LM MG FI®IS-COCO LN-COCO
Tuset et al., 2020), following prior Text2lmage Specialists

works (Xu et al., 2018; Yu et al., 2022b). Retrieval Result (yuetal) 7 7 7  17.97 33.59
The MS-COCO dataset primarily con-DALL-E (Rameshetal) 7 7 7 28 -
tains high-level image abstractions Withggg&ng('?g‘iggegf‘g) rror 2 -
shorter captions, whereas LN-COCO prospv2.1 (Rombachetal) 7 7 7  12.43 34.26
vides more comprehensive image descripsbDv2.? (Rombachetal) 7 7 7 11.91 25.35
tions (Yu et al., 2022b).DREAMLLM IC\EA:LZEA(';@;?L?G 2-f>ni etal) ; ; ; ﬁgj -
samples 8 images per text prompt on MSpALL-E 2 (Rameshetal) 7 7 7 10.39

COCO by CLIP score ranking, following Muse-38 (Chang et al.) 37 7 7.88

previous works (Ramesh et al., 2022). Onimagen-3.4B (Sahariaetal)3 7 7 .27 -
LN-COCO, DREAMLLM Samples one Parti-20B (Yu et al.) 37 7 7.23 15.97
image per prompt without CLIP ranking Multimodal Large Language Models

since the text is too long and exceeds th&M3-13B (Aghajanyan etal.)3 3 7 29.56

CLIP length limit. Note that Parti sam- GILL-8B (Koh et a'-l) 33 7 1220

ples 16 images per prompt with CoCa (Yu E’h‘;‘;fe3oi_($g”($;aet-)all) Sy e

et al., 2022a). Our evaluation metric isDREAMLLM_m ©Ouws) 33 3 876 2242
the zero-shot Frechet Inception DistanceygeamLLM-78 (Ours) 33 3 8.46 20.53

(FID) (Heusel et al., 2017), the results of
which are presented in Table 2. We note three key observations: iDEAMLLM shows a signi -

cant FID improvement over the StableDiffusion baseline after stag@ggnment, reducing the score

by 3.67 and 11.83 on MS-COCO and LN-COCO, respectively. Further, FID improvements of 3.97
and 13.73 are achieved after pretraining and supervised ne-tuning. The substantial improvement on
LN-COCO underscoreBREAMLLM 's superior capability in processing long-context information.

i) When compared to prior specialist moddBREAMLLM delivers competitive results based on

the SD image decoder. iiPREAMLLM consistently outperforms concurrent MLLMs-based image
synthesis methods. For instan@REAMLLM -7B surpasses Emu-13B by a signi cant 3.20 FID on
MS-COCO. Segualitative resultn text-to-image synthesis in Fig. 13 and Fig. 14 in Appendix B.

4.3 MULTIMODAL JOINT CREATION & COMPREHENSION

Free-form Interleaved Document Creation Leveraging the interleaved generative modeling
from | -GPT,DREAMLLM can now generatmterleaved documenis a free-form manner. In
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Figure 3:SelectedDREAM LLM instruction following interleaved content creation examples
Note that each image is created automatically at the location decideebymMLLM , and then it
will be fed back as multimodal comprehension input for the following content generation.

Fig. 3, we showcase the generated interleaved contents based on human instructions. It demonstrates
that: i) DREAMLLM can generate meaningful content per the instructions. ii) The system can
autonomously create images at any speci ed location by predicting the progdesain>tokens,

thereby eliminating the need for additional human intervention. This is a more user-friendly approach
compared to systems like Emu, which necessitate human input for image generation locations.

Image Quality Document quality can be in uenced by factors such as text content, image quality
(including image-text alignment), and illustration positioning. To assess the quality of generated
documents, we utilized a held-out instruction-following subset from the constructed InstrcutMMC4
as a demonstrative tool. This subset comprises 15K documents across 30 MMC4-de ned topics, with
500 samples per topic. We began by evaluating image quality using FID on this subset, generating
each image based on the corresponding ground truth texts. The results revealed that when using
only matched text inputs for image synthesis, SD achieved an FID score of 74.77. In contrast, our
DREAMLLM signi cantly outperforms SD with an FID score of 36.62.

Human Evaluation We perform a comprehensive human evaluation to assess the quality of the
generated samples. We randomly selected 150 samples (5 per topic) for instruction-following docu-
ment generation, mixing the generated and ground truth MMC4 documents without any identifying
information. Five unbiased volunteers were then asked to determine whether the given samples were
supported. Given the presence of duplicate and low-quality images in MMC4, the supportive rate for
MMC4 was only 77.24%. In contrast, oDREAMLLM model achieves a supportive rate of 60.68%,
surpassing the 30% Turing test requirement. This result indicates that the generated documents
contain high-quality images placed logically, demonstrating the effectiveness of our model.

7
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5 DISCUSSIONS

5.1 SrYNERGY BETWEEN CREATION& COMPREHENSION?

To elucidate the synergy between multiFable 3:Concrete analysis of the synergyetween mul-
modal creation and comprehension, wé#modal comprehension and creation (image synthesis).
make the comparison among three metib denotes whether the interleaved dataset is used during
ods withDREAMLLM architecture, eachthe second stage of pretraining.

utilizing identical training data yet differ-
ing in their learning objectives: a) the

ID Laign MM-Vet VQAv2 COCO

Creation-onlybaseline, focused solely on 0 StableDiffusion 7 - - - 124
text/document-conditional image synthe-1 Creation-only ro7 8.50
is; b) theComprehension-onlyaseiine, - Sreation-only 5 7 . 857
SIS,. ) p . '=» 3 Comprehension-only 7 7 31.0 55.1
dedicated to word generation exclusively;4 Comprehension-only3 7 34.4 54.3 -
c) theJoint-learningmethod, which is the 5 Joint-learning 3 7 35.9 56.6  8.46
6 Joint-learning 3 3 N/A N/A N/A

default setting oDREAMLLM learning
both image and language modeling.

Quantitative Analysis As per Table 3, the following observations are made: i) The powerful
language comprehension of LLMs signi cantly enhances the performance of text-to-image specialists
like SD, as evidenced by the impressive 8.50 FID (line 1). ii) The use of interleaved data, such as
MMC4, can potentially boost multimodal comprehension performance (line 4). iii) The proposed

| -GPT further synergizes comprehension and creation with improved performance (line 5). iv) When
incorporating CLIP alignment lods,ign Stated in Section 2.1, oldREAMLLM fails to converge but
rather ends in a collapsing point (line 6). This indicates that the queries are adaptively learning the
true data distributions, where CLIP semantics are in con ict with MLLM-encoded semantics.

Qualitative Analysis In Fig. 4, we

compare answers to some examplar VQA

tasks from comprehension-only and joint

learning modules, respectively. It can be

seen that: i) The joint-learning method

exhibits superior multimodal comprehen-

sion, particularly in identifying subject re-

lationships and attributes like object size.

i) In multimodal comprehension scenarFigure 4:Qualitative comparison. Answer A: answer
ios involving multiple image inputs, thefrom comprehension-only models w/o interleaved train-
joint-learning approach demonstrates eimg; Answer B: answer from joint-learning models.
hanced precision. This improved perfor-

mance is a natural outcomelofGPT pretraining, allowing better modeling of multimodal correlations
in various interleaved documents.

Multimodal In-Context Generation Multimodal in-context generation is a critical emerging capa-
bility for MLLMs (Bommasani et al., 2021; Alayrac et al., 2022). While signi cant strides have been
made in in-context visual question answering, in-context image synthesis remains relatively lacking
in exploration. The multimodal context-conditional image synthesis capabilitbgehMLLM , as
demonstrated in Fig. 5, offer promising insights into this domain. Tasks such as in-context image
edition, subject-driven image generation, and compositional generation, however, pose signi cant

Figure 5:SelectedDREAMLLM in-context image generation examplesThe Xin multimodal
inputs are replaced accordingly by the text prompts shown under the generated images. We show the
results of the SD baseline in (c) with only the text pror&fior a comparison.
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challenges in a zero-shot setting, particularly without downstream ne-tuning as in DreamBooth (Ruiz
et al., 2023) or attention modi cation techniques as in Prompt2Prompt (Hertz et al., 2023). Despite
these hurdles, Fig. 5 illustrat&ReEAMLLM 's ability to generate images conditioned on the provided
image context. This capability suggests promising potentiaDREAMLLM in maintaining subject,
identity, and semantic context, thereby paving a new way for resolving these complex tasks.

5.2 WHAT IS LEARNED BY DREAMLLM?

Dream Query Attention In DREAM-

LLM, the conditional embedding is de-

rived from MLLMs with some learned

dream queriesFig. 6 demonstrates a vi-

sualization of the learned cross-attention

mechanism between these queries and the

diffusion latent. Similar to (Hertz et al.,

2023), we visualize the attention map av-

eraged across all timestamps. It is seen

that: i) The query attention istructured Figure 6:Cross-attention ofdream queriesand the dif-
disentangledandsemantically-oriented fusion U-Net latent Similar to (Hertz et al., 2023), the
This is evidenced by the fact that distincé4 queries can be viewed as 64 “words”. Each attention
queries adeptly capture different subjeghap is computed as the cross-attention between each
and background semantics. ii) Despitguery and the latent feature in the U-Net. The 64 queries
varying prompts, attention patterns exhibiare ordered as 88 grid sequentially, and each attention
remarkable similarity as shown in Fig. Gnap is the result averaged across all timestamps.

(a) and (b). This contrasts with the token

attentions from the original SD, which are typically text-token dependent. We postulate that this
arises from the model's causal nature, leading to a consistent semantic structure order.

6 RELATED WORKS

Rapid developments have been witnessed in extending LLMs like LLaMA (Touvron et al., 2023a) to
multimodal comprehension that enables human interaction with both words and visual content. One
line of work is built by system integration of LLMs with various functioning agents where language
acts as general interface (Wu et al., 2023; Gupta & Kembhavi, 2023; Yang et al., 2023b; Liang
et al., 2023; Shen et al., 2023; Yang et al., 2023a; Suris et al., 2023), and remarkable success has
been demonstrated in such plugin-style frameworks. Another line of work instead explores training
LLMs to consume and understand multimodal inputs (Hao et al., 2022; Huang et al., 2023; Chen
et al., 2023b) with parameter-ef cient tuning (Hu et al., 2022; Alayrac et al., 2022; Li et al., 2023d;
Zhang et al., 2023e; Zhu et al., 2023a; Ye et al., 2023) and instruction tuning (Xu et al., 2023b;
Liu et al., 2023c; Dai et al., 2023a). More recently, some approaches have been developed towards
visual-interactive multimodal comprehension by precise referring instruction tuning (Zhao et al.,
2023a; Peng et al., 2023; Chen et al., 2023a; Zhang et al., 20239g). For cross-modal creation, early
works generally tokenize the visual contents into discrete VQ codebooks (van den Oord et al., 2017;
Wang et al., 2022; Sun et al., 2022; Lu et al., 2023; Diao et al., 2023; Yu et al., 2023a). Recent works
instead explore incorporating MLLMs for image synthesis using text-to-image models such as Stable
Diffusion, and the objective is to generate conditional embeddings that align pretrained CLIP text
(i.e., CLIP) or CLIP variant embeddings (Koh et al., 2023; Ge et al., 2023; Sun et al., 2023a;b).

7 CONCLUSIONS

How can the learning synergy between multimodal content understanding and creation emerge? In
this paper, we presemREAMLLM, a learning framework for developing MLLMs that not only
comprehends but also creates multimodal content via diffusion models. Through score distillation of
conditional-image synthesis distributions, we avoid the need for intermediate representation targets
that may bring information loss. The employment of interleaved documents further enriches the
multimodal distributions, fostering the learning of multimodal encoding and decoding. Our extensive
empirical evaluations across diverse VL benchmarks demonstrate the effective DesssoiL LM

and the emerging learning synergy between multimodal content understanding and creation. Besides,
this work initiates the rst step towards free-form interleaved content creation. As a general learning
framework, we hope it will spur further research in the multimodal machine learning eld.
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Table 4:Zero-shot natural language processing evaluationWe report the 5-shot result on MMLU
and the relative performance oREAMLLM compared to base LLM Vicuna-7B.

Method Commonsense Reasoning Reading Multitask
PIQA SIQA  HellaSwag WinoGrande BoolQ MMLU

Language Only Large Language Models (LLMs)

GPT-3 (Brown et al., 2020) 81.0 - 78.9 70.2 60.5 43.9

PalLM-540B (Chowdhery et al., 2022) 82.3 - 83.4 81.1 88.0 69.3

LLaMA-7B (Touvron et al., 2023a) 79.8 48.9 76.1 70.1 76.5 351

Vicuna-7B (Chiang et al., 2023) 77.7 47.5 75.7 67.5 73.9 45.0
Multimodal Large Language Models (MLLMs)

MetaLM (Hao et al., 2022) 72.3 - 53.5 56.1 62.2 -

Kosmos-1 (Huang et al., 2023) 72.9 - 50.0 54.8 56.4 -

DREAMLLM-7B (OUI’S) 78.61.5 48.81:3 77.44 7 68.51 ¢ 75.211 3 41.8 3.2

Table 5:Zero-shot multimodal comprehension evaluatioron MMBench (Liu et al., 2023&jev
set. LR Logical ReasoningAR Attribute ReasoningkRR Relation Reasoningd;P-C Fine-grained
Perception (Cross Instanc&l-S Fine-grained Perception (Single Instanc@fp, Coarse Perception.
DREAMLLM s trained using the SFT data constructed by LLaVA-1.5 (Liu et al., 2023b).

Method LR AR RR FP-S FP-C CPverall
OpenFlamingo-9B (Awadalla et al., 2023) 4.2 154 0.9 8.1 1.4 5.0 6.6
MMGPT-7B (Gong et al., 2023) 25 264 130 141 34 208 15.3
MiniGPT-4-7B (Zhu et al., 2023a) 75 313 43 303 90 356 243
InstructBLIP-7B (Dai et al., 2023a) 142 46.3 226 370 214 490 36.0
VisualGLM (Zeng et al., 2023) 10.8 443 357 438 234 473 38.1
LLaVA-7B (Liu et al., 2023c) 16.7 48.3 304 455 324 406 387
LLaMA-Adapter V2 (Gao et al., 2023) 11.7 353 296 475 38.6 564 41.2
MiniGPT-4-13B (Zhu et al., 2023a) 20.8 50.7 304 495 26.2 50.7 423
DREAMLLM-7B (Ours) 158 53.7 609 532 400 583 49.9

" DREAMLLM-7B (Ours) 23.3 67.2 478 58.6 544 705 582

A ADDITIONAL EXPERIMENTS

A.1 ADDITIONAL NATURAL LANGUAGE UNDERSTANDING RESULTS

We evaluate the natural language processing capabilitiEReaMLLM post-multimodal adap-
tation learning via zero-shot experiments on language-only tasks. These inclutetbnsense
reasoning(PIQA (Bisk et al., 2020), SIQA (Sap et al., 2019), HellaSwag (Zellers et al., 2019), Wino-
Grande (Sakaguchi et al., 2021fpading comprehensiofBoolQ (Clark et al., 2019)), and a general
multi-task benchmark (MMLU 5-shot (Hendrycks et al., 2021)). As Table 4 illustr&tesAMLLM
outperforms the Vicuna baseline on most language benchmarks. This suggeBtsehatl LM 's
multimodal adaptation does not compromise the language learning model's (LLM) capabilities. When
compared to prior Multimodal Language Learning Models (MLLM3REAMLLM demonstrates
superior performance, although this may be attributed to the higher baseline results. This nding
suggests that a more robust LLM base model could yield improved results.

A.2 ADDITIONAL MULTIMODAL COMPREHENSIONRESULTS

Detailed Comprehensive Comparison The evaluation results on MMBench (Liu et al., 2023e) and
MM-Vet (Yu et al., 2023b) are presented in Table 5 and Table 6, respectively. The key observations
from these results are as follows: i) ODREAMLLM -7B outperforms all other 7B MLLMs, setting

a new benchmark in overall performance. Notably, it even exceeds the performance of some 13B
models, including LLaVA and MiniGPT-4. ii) A detailed capability evaluation rev&stEAMLLM's
superior performance in ne-grained understanding and relational/spatial comprehension. This
advantage is likely due tbREAMLLM 's unique learning synergy, where image distributions are
comprehended not solely through language-posterior comprehension but also through creation.
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Table 6:Zero-shot multimodal comprehension evaluatiorof core VL capabilitieson MM-Vet (Yu
et al., 2023b).? denotes compositional systems with OpenAl GPT and various interféatess.
General Visual Recognitio@CROptical Character RecognitioknowKnowledge,Gen Language
GenerationSpat: Spatial Awarenesdath Arithmetic Math.DREAMLLM s trained using the
SFT data constructed by LLaVA-1.5 (Liu et al., 2023b).

Method Rec OCR Know Gen Spat MathTotal

TF Agent-GPT-4 (Huggingface, 2023) 182 3.9 22 32 124 40 136
MM-ReAct-GPT-3.5 (Yang et al., 2023b) 24.2 315 215 20.7 323 262 204
MM-ReAct-GPT-#4 (Yang et al., 2023b) 331 657 29.0 350 568 692 448

LLaMA-Adapter v2-7B (Gao et al., 2023) 16.8 7.8 25 30 166 44 188
OpenFlamingo-9B (Awadalla et al., 2023) 246 144 130 123 18150 218 0.1

MiniGPT-4-8B (Zhu et al., 2023a) 274 150 128 139 203 7.7 201
BLIP-2-12B (Li et al., 2023d) 275 111 118 7.0 162 58 2L
MiniGPT-4-14B (Zhu et al., 2023a) 299 161 204 221 222 38 204
Otter-9B (Li et al., 2023b) 284 164 194 20.7 19.315.0 24.6 0.2
InstructBLIP-14B (Dai et al., 2023a) 30.8 16.0 9.8 90 211 105 268
InstructBLIP-8B (Dai et al., 2023a) 324 146 165 182 186 7.7 26.2

LLaVA-7B (LLaMA-2) (Liu etal., 2023c)  32.9 20.1 19.0 20.1 257 52 28014
LLaVA-13B (LLaMA-2) (Liu et al., 2023c) 39.2 22.7 265 29.3 29.6 7.7 3201

DREAMLLM-7B (Ours) 418 264 334 330 310115 359 0.1
DREAMLLM-7B (Ours) 420 281 332 338 320115 36.6 0.1

Table 7:Zero-shot visual hallucination evaluationon POPE (Li et al., 2023f) using MS-COCO

val set. Yes denotes the proportion of answering “Yes” to the given question, which is better if it is
more close to 50%. Objects that do not exist in the image are sampled with three different strategies.
Randonrandom sampling?opular: top-k most frequent objects in MS-COCR® € 3), Adversial :

objects are rst ranked based on co-occurring frequencies, thek fogguent ones are sampled.

POPE Model Accuracy Precision Recall F1-Score Yes (%)
mPLUG-OwI-7B (Ye et al., 2023) 53.97 52.07 99.60 68.39 95.63
LLaVA-13B (Liu et al., 2023c) 50.37 50.19 99.13 66.64 98.77

Random MMGPT-7B (Gong et al., 2023) 50.10 50.05 100.00 66.71 99.90
MiniGPT-4-14B (Zhu et al., 2023a) 79.67 78.24 82.20 80.17 52.53
InstructBLIP-14B (Dai et al., 2023a) 88.57 84.09 95.13  89.27 56.57
DREAMLLM-7B (Ours) 86.36 85.92 87.93 86.91 52.75
mPLUG-Owl-7B (Ye et al., 2023) 50.90 50.46 99.40 66.94 98.57
LLaVA-13B (Liu et al., 2023c) 49.87 49.93 99.27 66.44 99.40

Popular MMGPT-7B (Gong et al., 2023) 50.00 50.00 100.00 66.67 100.00

P MiniGPT-4-14B (Zhu et al., 2023a) 69.73 65.86 81.93 73.02 62.20

InstructBLIP-14B (Dai et al., 2023a) 82.77 76.27  95.13 84.66 62.37
DREAMLLM-7B (Qurs) 80.07 75.74 88.47 81.61 58.40
mPLUG-Owl-7B (Ye et al., 2023) 50.67 50.34 99.33 66.82 98.67
LLaVA-13B (Liu et al., 2023c) 49.70 49.85 99.07 66.32 99.37

Adversarial MMGPT-7B (Gong et al., 2023) 50.00 50.00 100.00 66.67 100.00
MiniGPT-4-14B (Zhu et al., 2023a) 65.17 61.19 82.93 70.42 67.77
InstructBLIP-14B (Dai et al., 2023a) 72.10 65.13 95.13 77.32 73.03
DREAMLLM-7B (Ours) 72.63 67.07 88.93 76.47 66.30

Visual Hallucination  Visual hallucination, a phenomenon where MLLMs generate non-existent
objects or identities in images, signi cantly compromises their multimodal comprehension capabili-
ties (Dai et al., 2023b; Liu et al., 2023a; Gunjal et al., 2023) and may pose safety risks (MacLeod
et al.,, 2017; Rohrbach et al., 2018). We assess the robustné&sesfMLLM against visual
hallucination using the recently developed POPE benchmark (Li et al., 2023f). Refer to Table 7
for a detailed comparison with concurrent comprehension-only MLLMs. Our results indicate that
DREAMLLM -7B exhibits robustness to visual hallucination, matching or surpassing the performance
of 13B counterparts. RemarkabPReEAMLLM achieves the best or second-best performance in
the most challenging setting. We posit that this robust anti-hallucination property stems from a deep
understanding of object concepts and semantics fostered by multimodal creation learning.
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Table 8:Few-shot multimodal comprehension evaluationk is the number of in-context examples.
¥ denotes methods using the RICES sample selection approach (Yang et al.,2R22MLLM -7B
is trained using the SFT data constructed by LLaVA-1.5 (Liu et al., 2023b).

VQAV2 VizWiz

Method
k=2 k=4 k=8 k=2 k=4 k=8
Comprehension Only MLLMs
Kosmos-1 (Huang et al., 2023) 51.4 518 514 314 353 39.0
Flamingo-9B (Alayrac etal., 2022) - 56.3 58.0 - 349 394
MLLMs for Comprehension & Creation

Emu-14B (Sun et al., 2023b) 56.4 584 59.0 37.8 41.3 439
DREAMLLM-7B (Ours) 58.1 59.2 59.4 46.1 46.7 46.8
"DREAMLLM-7B (Ours) 73.8 744 73.8 49.8 50.3 49.7

A.3 IN-CONTEXT MULTIMODAL COMPREHENSION

Few-Shot Evaluation In Table 8, we show the results of few-shoe( k-shot and we sdt=2,

4, 8) evaluation by promoting models with a small number of training examples in context. The
results demonstrate the strong in-context learning performanb@eAMLLM compared to Emu

and Flamingo. It shows that®EAMLLM's effectiveness in leveraging in-context knowledge.

Qualitative Examples In Fig. 7, we present qualitative instances of in-context comprehension using
DREAMLLM. The illustrations indicate that BEAMLLM, when prompted with speci c examples,
ef ciently executes in-context comprehension in the required formats and logic.

Figure 7:Selected IREAM LLM in-context multimodal comprehension examples.
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