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@ What animal is in area [region0]?
“ Itis a ferret [box0].

G

Cool, what is the animal [regionT]?
}* ﬁ Are they the same one?
L2 ;é’ﬁlon1 (..-‘ o e
E M No, the animal [box1] is a ferret,
" £ which is a different one from the
- one [box0]. They are not the same izg

ferret.

How to make the food [region0]
@ with available ingredients?

To make a sandwich [box0] with available ingredients,
1. You can prepare the sandwiches by placing the
sliced turkey [box7] on one bread, and the sliced
cheese [box2] on another.

2. To assemble the sandwiches, press the two halves
of the sandwich together, and you can use the knife
[box3] or your hands [box4] to hold them together if
needed. Once you have a complete sandwich, you can
use the knife to cut it into quarters or halves, and serve
it on a plate [box5].

Figure 1: Ferret enables referring and grounding capabilities for multimodal large language model
(LLM). In terms of referring, a user can refer to a region or an object in point, box, or any free-form
shape. The regionN in the input will be replaced by the proposed hybrid representation before being
fed into the LLM. In terms of grounding, Ferret is able to accurately ground any open-vocabulary
descriptions. The boxN in the output denotes the predicted bounding box coordinates.

ABSTRACT

We introduce Ferret, a new Multimodal Large Language Model (MLLM) capa-
ble of understanding spatial referring of any shape or granularity within an image
and accurately grounding open-vocabulary descriptions. To unify referring and
grounding in the LLM paradigm, Ferret employs a novel and powerful hybrid re-
gion representation that integrates discrete coordinates and continuous features
jointly to represent a region in the image. To extract the continuous features
of versatile regions, we propose a spatial-aware visual sampler, adept at han-
dling varying sparsity across different shapes. Consequently, Ferret can accept
diverse region inputs, such as points, bounding boxes, and free-form shapes. To
bolster the desired capability of Ferret, we curate GRIT, a comprehensive refer-
and-ground instruction tuning dataset including 1.1M samples that contain rich
hierarchical spatial knowledge, with 95K hard negative data to promote model
robustness. The resulting model not only achieves superior performance in clas-
sical referring and grounding tasks, but also greatly outperforms existing MLLMs
in region-based and localization-demanded multimodal chatting. Our evaluations
also reveal a significantly improved capability of describing image details and
a remarkable alleviation in object hallucination. Code and data are available at
https://github.com/apple/ml-ferret. |
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1 INTRODUCTION

In vision-language learning, how to enable spatial understanding in models is a fundamental research
problem. Two desired capabilities stem from this probleeferring and grounding Referring
demands that the model can accurately comprehend the semantics of speci ¢ given fegions (Krahmer
& Van Deemtelr| 2012; Kazemzadeh el al., 2014; Mao éf al., [2016; Yu|ét al.| 2016; Zellers et al.,
2019), whereas grounding necessitates that the model to localize the region in accordance with the
given semantic description (Luo & Shakhnarovich, 2017; Nagarajalet al.] 2016; Yu |et al., 2017;
Kamath et alf, 2021).

Essentially,referring and groundingdemand the same type of knowledge: alignment of spatial
information and semantics. Despite this, existing works mostly learn referring and grounding indi-
vidually (Li et al],2022; Wu et dll, 202R2; Yu etll., 2017). In comparison, humans can learn from one
task and generalize the shared knowledge to the other task effortlessly, and are able to seamlessly
integrate referring/grounding capabilities with daily dialogue and reasoning (Zellers|et al., 2019).
Inspired by the above gap, in this paper, we study three main questipmtow to unify referring

and grounding in one framework, and will they bene t each othérpHow to represent versatile

types of regions that humans usually use for referring, such as point, box, scribble, and even free-
form shapes?ii( ) How to make referring and grounding open-vocabulary, instruction-following,

and robust, which are crucial for practical applications?

Targeting these three questions, we introdbeeret, a novel refer-and-ground Multimodal Large
Language Model (MLLM). First of all, we choose MLLM as the bedrock of Ferret to leverage their
powerful vision-language global understanding capability (Zhu et al., 2023a; Liu et al., 2023b; Li

et al., 2023c). To unify referring and grounding, Ferret rst represents the coordinates of regions in
natural language numerical fortrgs illustrated in Figure 3. However, it is inef cient to use single

point or box coordinates to represent versatile shapes of regions, such as strokes, scribbles, or com-
plex polygons. These shapes are essential for more universal and precise human-model interaction.
To solve this problem, we further propose a spatial-aware visual sampler to acquire the visual fea-
tures for regions in any shape, taking care of the varying sparsity in those shapes. Then, the discrete
coordinates and the continuous visual features are combined together to represent the visual regions
in the input, composing a hybrid region representation in Ferret. Equipped with above methods,
Ferret can deal with input that mixes referred regions with free-form text, and is able to ground the
mentioned objects in its output by seamlessly generating the coordinates for each groundable object
along with generating text. To our best knowledge, Ferret is the rst work that is able to process
free-formed region inputs in MLLMs.

In order to make the refer-and-ground capability in Ferret open-vocabulary, instruction-following,
and robust, we colledsRIT , a Ground-andRefer I nstructionT uning dataset with 1.1M samples.
GRIT contains multiple levels of spatial knowledge, covering objects, relationships, region descrip-
tions, and complex reasoning. It includes both text-in location-out (grounding) and location-in text-
out (referring) data, as well as data that mixes location and text in both input and output. The ma-
jority of the dataset is converted from existing vision(-language) tasks like object detection (Krishna
et al., 2017) and phrase grounding (Yu et al., 2016; Plummer et al., 2015) with carefully designed
templates to make it instruction-following. Additionally, 34K refer-and-ground instruction-tuning
conversations are collected via the help of ChatGPT/GPT-4 (OpenAl, 2023b) to facilitate training
an instruction-following and open-vocabulary refer-and-ground generalist. Moreover, we conduct
spatial-aware negative data mining, which further promotes model robustness.

Ferret subsumes strong open-vocabulary capabilities of spatial understanding and localization.
When evaluated on conventional referring and grounding tasks, it achieves superior performance.
More than that, we believe refer-and-ground capabilities should be integrated into daily conversa-
tions of humanse.g, people refer to something they don't know and ask what it is used for (like
Figure 1). To evaluate this new capability, we introd&egret-Bench, covering three new types of
tasks: Referring Description, Referring Reasoning, and Grounding in Conversation. We benchmark
existing MLLMs and observe that Ferret can outperform the best of them by 20.4% on average.
Moreover, Ferret demonstrates an intriguing property of alleviating object hallucinations.

In summary, our contributions are threefold) Ve propose Ferret, that uses a hybrid region rep-
resentation equipped with a novel spatial-aware visual sampler, to enable ne-grained and open-

'Note that there is no additional vocabulary or position encoders introduced in Ferret model.
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vocabulary referring and grounding in MLLMii § We construct GRIT, a large-scale ground-and-
refer instruction tuning dataset, for model training. It also contains additional spatial negative sam-
ples to enhance model robustnessi )(We introduce Ferret-Bench, to evaluate tasks jointly re-
quiring referring/grounding, semantics, knowledge, and reasoning. Our model exhibits superior
performance in a wide range of tasks and reduces object hallucination.

2 METHOD

We start with detailing the proposed hybrid region representation to depict regions of various shapes
and formats. Then, we present the model architecture of Ferret.

2.1 HyBRID REGION REPRESENTATION

When referring to speci ¢ regions, three primary formats are generally
used: point, box, and free-form shapes. While the point and box for-
mats can be succinctly represented by coordinaeg [x; y] for a point,

and Kmin; Ymin; Xmax; Ymax] for a box) as in Peng et al. (2023); Chen et al.
(2023b), the free-form shape is more versatile, encompassing a variety
of region types such as scribbles, polygons, and masks. The advantage
of free-form shape is straightforwardly illustrated in Figure 2. Depict-
ing free-form shapes through coordinates is computationally expensive and
obscure, and its complexity hinders the model learning to establish a clear
correlation between the provided coordinates and the corresponding re-
gions.

To generalize across all three distinct formats, we propose a hybrid redighre 2: Bounding box
representation that synergizes discrete coordinates with continuous visgal Free-from Shape.
features to refer to a particular region, which is shown in the top-left of Figleseé two objects have
ure 3. For coordinates, following Chen et al. (2021); Yang et al. (2023{n0st the same bound-
. . . ; . ) ing box, causing ambigu-
we quantize each coordinate into one of thgs discrete bing. Regarding ity when relying on the
continuous visual features, for a given regi@nwe rst construct a 2D 5y 19 refer to. Equipped
binary maskM of the same size as the image, marking a value of 1 {fith hybrid region repre-
side the targeted region and 0 outside of the region. Then, the binary naagtation, Ferret can sep-
M, jointly with the extracted image feature map is sent into our pro- arate them.
posed spatial-aware visual sampér), which will be detailed in Section 2.2, to extract the visual
continuous featuré = s(M ; Z).

Finally, we represent a point wifix; y; fr g, where the regioR,, is a circle centered ifix; y g with

a xed radius® A box or a free-form shape can both be representedkby; Ymin; Xmax; Ymax, fRuoc O
whereXmin/Xmax denotes the minimum/maximurtaxis coordinate of the region, and so forth for
y-axis. Rpox denotes the input region.

2.2 MODEL ARCHITECTURE

As illustrated in Figure 3, Ferret is mainly composed igf dn image encoder to extract image
embeddings,i() the proposed spatial-aware visual sampler to extract regional continuous features,
and {ii ) an LLM to jointly model image, text, and region features.

Input. We feed the image into a pre-trained visual encoder, CLIP-ViT-L/14 (Radford et al., 2021),

to extract the image embeddings2 R W €. For text, we tokenize the text sequence using the
pre-trained LLM's tokenizer and project them into text embeddifig R- P. As for referred

regions, we append the coordinates and a special token as a placeholder for continuous features after
the name of the region:hfegionname hcoordinateshSPE”. For example, “a cat [100, 50, 200,
300]1hSPR". If the name is unknown or hard to describe because multiple objects are included, we
just use “region” or “area” as thdregionname”. In this way, referred regions can be well mixed

with ordinary texts to form complete sentences.

2npins = 1000 by default. The value is input invariant, which means for any input image size, the original
coordinate will be mapped to the new coordinates. This makes the model robust to different input resolutions.
®Radius is set to 5 by default.
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Figure 3: Overview of the proposed Ferret model architecture. (Left) The proposed hybrid region
representation and spatial-aware visual sampler. (Right) Overall model architecture. All parameters
besides the image encoder are trainable.

Spatial-aware Visual Sampler. The shape of the referred regions can be quite varied, not limited

to just points or rectangle boxes. Grid-based processing like convolution or patch attention cannot
handle irregular shapes. Similar to our cases, 3D point clouds are also in irregular shape and show
varied sparsity in the 3D space. Inspired by existing works in 3D point cloud learning (Qi et al.,
2017a; Ma et al., 2022; Wang et al., 2019), we propose a spatial-aware visual sampler.

Given extracted image feature ma® R" W € and the binary region magk , we rstrandomly
sampleN positive points insid® . For each point, its feature is obtained by bilinear interpolation.
TheN points are fed into a cascade of blocks, where each of them includes three steps: sampling,
gathering, pooling. (1) Sampliné\‘F points are sampled frold points via farthest point sampling
(FPS) algorithm (Qi et al., 2017B)which can guarantee suf cient coverage. (2) Gathering: For
each of the sampled points, we search it& nearest neighbors from the pool of previdligoints,

and obtain a group of poinf;; Xi2; ::; Xik 9. Then, inspired by PointMLP (Ma et al., 2022), for
each group, we fuse the features of sampled pqimnd it neighbor points by:

hik = ([ [(Z(xk) Z(Xi); C(xik)  Cxi))s Z(xi); Cxi)D 5 (1)

whereXjx is one of the neighbors ofj, Z(x) denotes the point's feature (in the rst block,
it is interpolated from feature map; in the succeeding blocks, it is the output feature from the
previous block)C(x) denotes the 2D coordinates of poin{; ] means channel-wise concatenation
of multiple vectors, is implemented by a linear layer to adapt the relative local features, and
also a linear layer to fuse each local feature from neighbors with sampled point feature. (3) Pooling:
A max pooling is conducted to fuseneighbor features into one feature as the representation of the
sampled point:

h; = max hix : (2)

k:(Xik )2 KNNs of x;

After the three steps, we obtain fewer points but a more dense feature space since it incorporates the
local neighbor features as well as their relative positions. In experiments, We=&dt2, r =4 and
k=24, and cascade two such blocks, which in the end ougfy®ints with their features. Similar
to ROIAlign (He et al., 2017), we atten the point features into a single vector and project it to the
dimension of LLM embeddings. The nal feature is used to replacd®RE token in the input.

Output. The above region denotations are used in Ferret input to refer to speci c regions. In
Ferret output, to achieve grounding, we generate the box coordinates right after the corresponding
regions/nouns in the text response. For instance, “There is a dog [100, 150, 300, 200] in the gure.”
With this data format, our model is expected to implicitly learn what is groundable in the current
image and what their locations are.

LLM. We consider Vicuna (Chiang et al., 2023) as our language model, a decoder-only
LLM (Brown et al., 2020) that is instruction-tuned on top of LLaMA (Touvron et al., 2023a). Prior
to being fed into the LLM, the image embeddings undergo transformation via an additional linear
layer to match the embedding dimension of the text tokens.

“FPS starts from a random single point sampled fidrpoints. In each iteration, it samples one point from
the rest points such that it is the farthest from the set of already sampled points. See detail in Qi et al. (2017b).
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