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Can I turn left on 
this road?
Answer with CoM.

Find regions using GROUNDING(road signs) to get 
[[3,4,4,6],[12,2,15,5]] … Zoom into [3,4,4,6] cropped …

No, there is a sign 
showing one way.

VLM with Chain of Manipulations

Detailed Recognition Counting Objects

Math GeometryRead Figures De-hallucination

Read Time

Manipulation result (same color for referential relation)Manipulation creation

A

Q: How many wheels of the truck can be seen?

CogCoM: Using GROUNDING(all the individual 
wheels of the truck) to locate all the wheels in this 
picture, resulting in the boxes of [[56, 256, 96, 513
], [105, 240, 144, 480], …]

Based on the identified boxes of the wheels, the 
number of visible wheels of the truck is ten.

Q: What time does this photo show?

CogCoM: Applying GROUNDING(the clock) …,
resulting in the region of [[814,531,940,1062]].

Use CropZoomIn([[814,531,940,1062
]],2) to crop … and then zoom in it by
two times … re-input this new image.

Using ReadTime(the clock in the new
image) to re-cognize the time on the 
clock, and the result is 1:45.

Q: In what year did the fatalities peak?

CogCoM: Firstly, using GROUNDING(fatalities 
values) to find the death toll, and the values at the 
position [[116, 114, 913, 755]] are 221, 213, 212, 
214, 199, 194, 193, 193, 195, 190, 183, 173, 168, 
160, 155, 151, 141, 121, 124, 118, and 85. The 
maximum number is 221.

Draw a line using LINE[[([374,
71), (374, 466])] to obtain new
image after drawing.

The corresponding year is 2008.

Q: What is the brand of the plane?

CogCoM: Using GROUNDING(the plane) to find 
planes, and there are two regions [[255, 217, 312, 
245], [193, 113, 481, 208]] that can be found.

With the most notable one, using GROUNDING(
the logo in [[193, 113, 481, 208]]) to find the logo, 
resulting in [[246,142,307,163]].

Using CropZoomIn([[246, 142, 3
07,163]], 3) to get a new image.

The brand name is AirFrance.

Q: What color is the umbrella the men are standing 
under?

CogCoM: Determine if there is an umbrella present.

There are no men standing together; there is only 
one person visible.

The person in the image is not standing but appears 
to be in a throwing stance.

Since there is no umbrella present, its color cannot 
be determined.

Q: In circle O with radius of 5.0, the length of chord 
AB is 8.0, then the distance from the O to AB is?

CogCoM: Draw a straight line with LINE([[(54, 43
), (13,70)]]) to obtain a new image after drawing.

With the new image, set O perpe
-ndicular to AB at point C. Since
C is the midpoint of AB, making
AC 4.0 long. In the right triangle
AOC, OA=5.0, AC=4.0. Accordi
-ng to the Pythagorean theorem,
OC=3.0. So the answer is 3.0.
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Figure 1: CogCoM solves various visual problems with Chain of Manipulations (CoM) reasoning,
which generates evidential and explainable steps without relying on external tools.
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ABSTRACT

Vision-Language Models (VLMs) have shown broad effectiveness due to extensive
training that aligns visual inputs with corresponding language responses. How-
ever, this conclusive alignment training causes models to overlook essential visual
reasoning, leading to failures in handling detailed visual tasks and producing un-
faithful responses. Drawing inspiration from human cognition in solving visual
problems (e.g., marking, zoom in), this paper introduces Chain of Manipulations,
a mechanism that enables VLMs to tackle problems step-by-step with evidence.
After training, models can solve various visual problems by eliciting intrinsic
manipulations (e.g., grounding, zoom in) with results (e.g., boxes, image) actively
without relying on external tools, while also allowing users to trace error causes. In
this paper, we study the comprehensive methodology that includes: (1) a �exible
design of manipulations based on extensive analysis, (2) an ef�cient automated
data generation pipeline, (3) a compatible VLM architecture capable of multi-turn,
multi-image, and (4) a model training process for versatile capabilities. With the de-
sign, we also manually annotate6K high-quality samples for challenging graphical
mathematical problems. Our trained model,CogCoM, equipped with this mecha-
nism and 17B parameters, achieves SOTA performance across9 benchmarks in4
categories, demonstrating its effectiveness while maintaining interpretability. Code,
model, and data are available athttps://github.com/THUDM/CogCoM .

1 INTRODUCTION

Figure 2: In comparison with existing VLMs, CogCoM performs the multiple steps of evidential
reasoning with chain of manipulations (CoM) to achieve the faithful answer to visual scene.

Bene�ting from the advantage of Large Language Models (LLMs) in broad world knowledge, large
Vision-Language Models (VLMs) (Alayrac et al., 2022; Wang et al., 2023a) that are further trained to
understand visual inputs have shown strong capabilities across a wide range of multimodal scenarios,
such as visual question answering (Liu et al., 2023b), visual grounding (Peng et al., 2023), and optical
character recognition (Zhang et al., 2023b). Research employing VLMs as foundation models (Bai
et al., 2023; Sun et al., 2023b; Wang et al., 2023a) typically involves two main training stages, where
the �rst stage develops intrinsic visual understanding through exposure to massive image-caption
pairs, while the second stage endows the models with problem-solving abilities via the instruction
tuning.

However, existing tuning methods train models to provide conclusive responses to instructions based
on visual inputs, causing them to overlook essential intermediate visual reasoning. This often leads
to failures in handling visual tasks requiring subtle details, producing unfaithful responses, and even
generating hallucinations. For example in the left subplot of Figure 2, we test the top-performing
model, CogVLM (Wang et al., 2023a) on the details in the image (i.e., text written on a pillar), and
it directly responds an incorrect answer (i.e., NO SMOKING), most likely due to bias to visual or
linguistic priors (i.e., typical of�ce scenes with a pillar). The lack of essential visual reasoning about
the visual scene can result in a hasty response (Hwang et al., 2023).
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Humans solve problems regarding visual details by marking or processing the given images for
convenience and precision, which we refer to as manipulations. For example, we identify targets
by sequentially locating references, and focus on subtle details by zooming into the corresponding
region. Most VLMs develop numerous intrinsic capabilities (e.g.,grounding boxes, recognizing
text) during the �rst stage of training. By further imitating the fundamental human behaviours (e.g.,
cropping, zooming in), models have the potential to perform this cognitive reasoning process. Three
major obstacles in enabling VLMs to perform such reasoning are (1) the �exible de�nitions of
manipulations that cover most visual problems, (2) an ef�cient data collection pipeline capable of
producing abundant training data, and (3) a multi-turn multi-image structure that is compatible with
existing models.

Inspired by the human cognition in solving visual problems, we introduce Chain of Manipulations
(CoM), a mechanism that enables VLMs to solve problems step-by-step with evidence, with each step
potentially involving a manipulation on the visual input and its corresponding result, both generated
by the model to facilitate the success and �delity. This paper studies a comprehensive methodology,
includingmanipulations design, data collection, model architecture, andtraining processfor
developing general VLMs with this mechanism. Based on pilot experiments, we �rst formally design
6 atomic manipulations, that are capable of addressing diverse visual problems. Next, we propose
a cascading data generation pipeline that leverages reliable large language models (LLMs, serving
as linguistic annotators) and visual foundational models (VFMs, serving as visual annotators), to
automatically generate abundant training data. We collect 70K training samples involving visual
reasoning chains using this pipeline. We then devise a multi-turn multi-image model architecture
that is compatible with typical VLMs. Based on a data recipe incorporating the curated corpus, we
�nally train a general VLM equipped with CoM reasoning mechanism, named CogCoM, which
possesses capabilities of Chat, Captioning, Grounding and Reasoning. Additionally, bene�ting
from the expressive capability of the proposed mechanism, we manually annotated7K high-quality
graphical mathematical samples, each accompanied by a CoM reasoning process, to further advance
VLM research in solving challenging mathematical tasks.

We conduct extensive experiments on 9 benchmarks from 4 categories, including TextVQA (Singh
et al., 2019), ST-VQA (Biten et al., 2019), TallyVQA (Acharya et al., 2019), and GQA Hudson &
Manning (2019) for detailed visual question answering, RefCOCO (Yu et al., 2016), RefCOCO+(Yu
et al., 2016), and RefCOCOg (Mao et al., 2016) for visual grounding, POPE (Li et al., 2023d) for
hallucination validation, and MM-Vet (Yu et al., 2023b) for general multimodal ability. Our model
achieves up to 9.0 and 1.09 accuracy improvement on the detailed VQA and grounding benchmarks,
respectively, and the superior performance on the general multimodal benchmark. The results
demonstrate the effectiveness of the mechanism while preserving the interpretability of outputs.

2 TERMINOLOGY

We �rst conduct pilot experiments to explore potential atomic manipulations that can address diverse
visual problems.

Figure 3: Distribution of the generated 465 actions
base on GPT-4, mapped into 6 manipulations.

Speci�cally, given a question about an image,
we prompt the advanced large language model,
GPT-4, to generate solving steps by optionally
utilizing possible actions on the image to fa-
cilitate problem-solving. We conduct this ex-
periment on 170K questions from TextVQA, a
dataset requiring detailed reasoning and recogni-
tion on images. To ensure stability, we manually
write 4 demonstrations as priors. The detailed
statistics are available in Appendix E.3.

We utilize the StanfordCoreNLP toolkit to ex-
tract verb phrases referring to the actions, and
the distribution of frequencies is shown in Fig-
ure 3. Through result analysis, we �nd that most
of the actions can be mapped to 6 fundamen-
tal manipulations on images:OCR, Grounding,
CropZoomIn, Counting, Calculate, andLine.
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Based on the observation, we formally prede�ne a set of 6 atomic manipulations, which can either
be developed during pre-training or learned through �ne-tuning by imitating human behaviors:
M �f OCR(tgt) ! txt , Grounding(tgt) ! bbx, Counting(tgt) ! num, Calculate(tgt) ! num,
CropZoomIn(bbx; x) ! img, Line(pts) ! imgg, where the corresponding parameters or results
tgt; txt; bbx; num; x; img; pts refer to the target description, texts, bounding boxes, numbers, zoom
ratio, image, and points, respectively. In addition to the prede�ned manipulations, we also allow
models to create new manipulations during inference to facilitate problem-solving. We empirically
�nd that more complex goals can be derived from these fundamental manipulations.

We then de�ne thestandard CoM data structure to streamline the subsequent data construction
and validation process. Given a questionQ about an initial input imageI 0, a VLM equipped with
chain of manipulations mechanism solves the problem to achieve �nal answer asVLM&(A; C jI 0; Q),
where&refers to the reasoning chain with evidence,

&= ( step1; step2; :::)
stepi = ( f i ; ci ); f i 2 M

(1)

whereC = ( ci ; c2; :::; cjC j ) refers to the free-form textual descriptions incorporating manipulation
namesf i and corresponding results by utilizingf i . This de�nition explicitly declares the symbolic
execution process, while remaining compatible with linguistic reasoning steps. Based on this de�ni-
tion, we can clearly construct standard CoM samples that incorporate the manipulation executions
and linguistic steps with evidence. After the data construction, we can utilize a simple method to
convert the standard CoM samples to the format ofcompatible VQA structure.

3 DATA COLLECTION

Figure 4: A cascading data generation pipeline that automatically produces standard CoM samples.
Given an original VQA sample, the linguistic annotator (LLM) taught with usage of manipulations
(prompt) is �rst asked to provide solving steps for the questionQ, and the visual foundational models
(VFMs) are then engaged to replace the manipulations results, followed by a �nal traversal on the
tree branched by the possible manipulation results to �nd positive paths terminating to the answerA .

In this section, we �rst introduce the automated data generation pipeline (illustrated in Figure 4), that
employs reliable LLMs as linguistic annotators and VFMs as the visual annotators to produce CoM
samples upon prevalent VQA corpus, and then present the manual annotation of high-quality CoM
samples for the challenging graphical mathematical problems.

3.1 AUTOMATED DATA GENERATION

Given a general corpusD = f (I; Q; A )g consisting of triplet samples of images with corresponding
visual question-answer pairs, our automated data generation pipeline consists of a linguistic annotator
and several visual annotators according to the manipulations. For a questionQ in each sample, we
�rst engage the linguistic annotator to generate manipulations-assisted solving steps with the CoM
format(f i ; ci ), where the corresponding results of the instantiated manipulation executions are set
with variables as placeholders. In this paper, we adopt GPT-4 (OpenAI, 2023a), a large language
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