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ABSTRACT

The ability to acknowledge the inevitable uncertainty in their knowledge and
reasoning is a prerequisite for AI systems to be truly truthful and reliable. In
this paper, we present a taxonomy of uncertainty specific to vision-language AI
systems, distinguishing between epistemic uncertainty (arising from a lack of in-
formation) and aleatoric uncertainty (due to inherent unpredictability), and further
explore finer categories within. Based on this taxonomy, we synthesize a bench-
mark dataset, CERTAINLYUNCERTAIN, featuring 178K visual question answering
(VQA) samples as contrastive pairs. This is achieved by 1) inpainting images to
make previously answerable questions into unanswerable ones; and 2) using image
captions to prompt large language models for both answerable and unanswerable
questions. Additionally, we introduce a new metric confidence-weighted accuracy,
that is well correlated with both accuracy and calibration error, to address the short-
comings of existing metrics. Despite the recent rapid progress in vision-language
models (VLMs), evaluations on our benchmark show that they perform poorly in
uncertain scenarios. Further experiments demonstrate that supervised fine-tuning
with CERTAINLYUNCERTAIN enhances the performance of VLMs, and reduces the
calibration error. These improvements extend beyond our benchmark to existing
refusal-oriented datasets and show positive results on reducing hallucinations, while
maintaining performance on standard VQA benchmarks. Our work underscores
the importance of addressing uncertainty in vision-language AI systems to improve
their reliability and trustworthiness in real-world applications.

1 INTRODUCTION

An AI system with intellectual integrity must know when to admit “I don’t know”, which, in turn,
requires a sharp awareness of its own limitations of knowledge and reasoning, as well as the inherent
uncertainty around the external world (Paul & Elder, 1992; Zhang et al., 2019; Favero et al., 2024;
Zhou et al., 2023; Wang et al., 2023b; Varshney & Baral, 2023). However, current vision-language
models (Davis, 2020; Miyai et al., 2024; Mahendru et al., 2017) do not exhibit such a sufficiently sharp
awareness of their own mistakes, leading to overly confident, uncalibrated predictions (Whitehead
et al., 2022) and hallucinations (Wang et al., 2023a; Li et al., 2023d). This is only as expected,
however, given that the predominant training recipe (Liu et al., 2023b; 2024; Bai et al., 2023) does
not typically encourage the models to express uncertainty or acknowledge when they do not know
the answer. Rather, they are incentivized to make predictions regardless of their confidence level.
Moreover, existing benchmarks focus mainly on scenarios where clear and definitive answers are
available (Yue et al., 2023; Goyal et al., 2019), leaving a notable gap.

Motivated by these, we introduce CERTAINLYUNCERTAIN, a dataset of approximately 178K visual
question answering (VQA) instances that encompass various types of uncertainties. CERTAIN-
LYUNCERTAIN is based on a novel taxonomy of multimodal uncertainty comprising epistemic
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Figure 1: CERTAINLY UNCERTAIN: Taxonomy of uncertainty awareness in multimodal reasoning. For simplicity,
all answers in this �gure are normalized to “I don't know”, in practice the answers are more diverse, as “I don't
know” can be expressed in various ways.

uncertainty (due to lack of information) andaleatoricuncertainty (due to inherent unpredictabil-
ity), as illustrated in Figure 1. We further de�ne more �ne-grained sub-categories, including (i )
Knowledge, requiring external knowledge not explicitly captured by the image; (ii ) Complexity,
where the question is too complex to yield an exact answer; (iii ) Extraneous, where parts of the
necessary context or details are missing from the image; (iv ) Temporal, where future events implied
by the image cannot be predicted with absolute certainty; and (v) Ambiguity, where the question
itself is unclear, leading to confusion or multiple possible interpretations. We constructCERTAIN-
LY UNCERTAIN with two methods: 1) by masking and inpainting relevant image regions to render
previously answerable questions unanswerable; and 2) by presenting GPT-4 (OpenAI, 2023) with
image captions and prompting it to generate both answerable and unanswerable questions about the
same image. Compared to prior datasets on unanswerability (Miyai et al., 2024; Guo et al., 2023), our
dataset is constructed in a more systematic way, covering more diverse and �ner-grained categories
of uncertainty in vision-language scenarios.

With CERTAINLY UNCERTAIN, we empirically found that existing vision-language models rarely
hesitate to answer even under uncertain conditions. In addition, they often overly con�dently in
providing an answer to unanswerable questions, while much less con�dent in admitting “I don't
know”. However, this issue is not re�ected in popular metrics such as accuracy or F1, which do not
account for model con�dence. Alternative metrics, such as risk and coverage (Whitehead et al., 2022)
use thresholding to binarize the equivalent of the prediction probability. The expected calibration
error (ECE) (Naeini et al., 2015) evaluates the prediction probabilities but does not accurately re�ect
performance in terms of correctness. Therefore, we propose a newcon�dence-weighted accuracy
metric, which incorporates model con�dence into the accuracy computation. This metric addresses
the shortcomings of existing metrics by simultaneously capturing both predictive performance and
model con�dence. Our proposed metric demonstrates a positive correlation with accuracy and a
negative correlation with ECE.

Moreover, we conduct extensive experiments using 3 training strategies withCERTAINLY UNCERTAIN:
supervised �ne-tuning, R-tuning (Zhang et al., 2023), and preference optimization (Rafailov et al.,
2023). We evaluate the resulting models across 7 datasets covering refusal, hallucination, and
standard VQA tasks. Our empirical results show that �ne-tuning withCERTAINLY UNCERTAIN not
only improves performance on a held-out portion of our dataset and existing refusal-based datasets
but also helps reduce hallucinations while maintaining performance on standard VQA tasks. These
�ndings underscore the effectiveness ofCERTAINLY UNCERTAIN in enhancing the robustness and
reliability of vision-language models.

2



Published as a conference paper at ICLR 2025

2 CERTAINLY UNCERTAIN

To train models to properly admit “I don't know”, it is crucial to construct a large-scale dataset that
covers a diverse range of uncertain situations. This is challenging, as most internet data focus on
certain scenarios (e.g., alt-text description for an image), thus not readily applicable. Therefore,
we developCERTAINLY UNCERTAIN, a dataset with approximately178K VQA instances, using
an automatic data synthesis pipeline for various types of uncertainty. We begin by introducing a
taxonomy of uncertainties in§2.1, where admitting uncertainty rather than providing an answer is the
appropriate response in each category. Next, we describe our data creation process in§2.2. Finally,
we introduce the evaluation metrics in §2.3

2.1 TAXONOMY OF UNCERTAINTY AWARENESS

Depending on whether it is due to contextual inexpressiveness or genuine incapability to answer, we
broadly categorize multimodal uncertainty into 2 types, epistemic and aleatoric uncertainty.

Epistemic Uncertainty refers to the uncertainty in a model's predictions that arises from a lack of
knowledge or complete information about the system being modeled. It is due to the model's limited
understanding or insuf�cient data, which can be reduced by gathering more information, improving
the quality of data, or enhancing the model itself. This type of uncertainty highlights areas where
the model's predictions may be less reliable due to the lack of suf�cient evidence to make accurate
inferences. We further categorize the awareness of epistemic uncertainty into 3 �negrained types:

• Knowledge awarenessmeans understanding that some questions require information or common
sense that is not shown in the image. For example, you might need specialized knowledge or
up-to-date information from outside sources. Knowing when this extra information is needed
helps avoid wrong answers.

• Complexity awarenessis recognizing when a question is dif�cult because it involves many parts
or is hard to understand. This dif�culty can come from how the question is asked or from the
effort needed to understand the context and details of the question.

• Extraneous awarenessrefers to the ability to identify and disregard elements within an image
that are not relevant to the question at hand. This involves recognizing objects, attributes, or
aspects that, while present in the image, do not contribute to answering the question.

Aleatoric Uncertainty is the inherent unpredictability in a system or process that cannot be reduced
or eliminated. It arises from the fundamental randomness or chaotic nature of the task itself. For
example, predicting the outcome of a coin toss involves intrinsic uncertainty because the result is
inherently probabilistic and cannot be determined with certainty in advance. Similarly, we de�ne 2
sub-categories under aleatoric uncertainty:

• Temporal awarenessmeans understanding that we may not always have access to all relevant
data required to predict speci�c outcomes with absolute certainty, especially when it involves
reasoning about time. This includes events in the past or future that cannot be inferred from the
image alone with absolute certainty. Recognizing the limitations of temporal reasoning helps
manage expectations about the accuracy of predictions involving time-related aspects.

• Ambiguity awarenessinvolves recognizing situations, objects, or individuals that can be under-
stood, interpreted, or perceived in more than one way. Ambiguity introduces uncertainty and
a lack of clarity, leading to multiple possible interpretations. While ambiguity can encourage
exploration of different meanings or perspectives, it can also cause confusion. It is essential to be
aware of the levels of certainty in ambiguous scenarios to avoid misinterpretation and errors.

2.2 DATASET CREATION

Based on the taxonomy, we constructCERTAINLY UNCERTAIN, comprising contrastive VQA pairs
for each category described above. The statistics of our dataset are summarized in Table 1. The
contrastive instances inCERTAINLY UNCERTAIN are derived from two sources: images and captions.
For sourcing from images, the same question that is answerable for the original image is rendered
unanswerable for the perturbed image. For sourcing from captions, we prompt GPT-4 (OpenAI, 2023)
to generate both an answerable and an unanswerable question based on the same caption. Below, we
describe the dataset creation pipeline in detail.
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Epistemic Aleatoric
All

Knowledge Complex Extraneous Temporal Ambiguous

Train
# of images (Perturbed/Clean) -/9.5K -/9.6K 38.2K/38.2K -/9.6K -/9.6K 38.2K/47.9K
# of questions (IDK/Non-IDK) 9.5K/9.5K 9.6K/9.6K 38.2K/38.2K 9.6K/9.6K 9.6K/9.6K 76.6K/76.6K

Test
# of images (Perturbed/Clean) -/2.5K -/2.5K 2.3K/2.5K -/2.5K -/2.5K 2.3K/7.3K
# of questions (IDK/Non-IDK) 2.5K/2.5K 2.5K/2.5K 2.3K/2.5K 2.5K/2.5K 2.5K/2.5K 12.3K/12.5K

Total # of images/questions 12.1K/24.2K 12.1K/24.2K 81.3K/81.3K 12.1K/24.2K 12.1K/24.2K 95.8K/178.1K

Table 1: Statistics ofCERTAINLY UNCERTAIN. Our dataset contains 178K questions on 95.8K images for
5 types of uncertainties. Each IDK question is accompanied with a non-IDK question to highlight contrasts
between certainty and uncertainty. For extraneous testing split, we perform quality check and �lter out invalid
ones. Numbers in bold highlight the new images we created through our data creation pipeline.

Figure 2: Pipeline for sourcing from images
Figure 3: Uncertainty paradox in generative VLMs,
where the question is generated from GPT-4/GPT-4V.

Sourcing from captions. We use detailed paragraph captions to prompt questions for each category
of uncertainty. Each prompt includes a de�nition of the category along with examples of answerable
and unanswerable questions and their answers. The captions are sourced from DOCCI (Onoe
et al., 2024), which are high-quality human-annotated descriptions. These descriptions are highly
compositional and include world knowledge, spatial relationships, visual settings, text rendering,
and object attributes. For each caption, we prompt GPT-4 to generate both an answerable and an
unanswerable question, along with their corresponding answers. In total, we collected around110K
instances on� 15K images, spanning knowledge, complexity, temporal and ambiguity awareness
categories. We follow the same train-test split as DOCCI to divide our dataset.

Sourcing from images. Compared to sourcing from captions, we perturb images to transform an
answerable question into an unanswerable one. Our data generation pipeline has 3 main steps as
outlined in Figure 2. The �rst step is saliency identi�cation where the goal is to identify salient
objects about which meaningful questions can be asked. For VQAv2 instances, we prompt GPT-4 to
identify these salient objects based on VQAv2 questions, while for GQA instances, this information
is available in the annotations. The second step is masking, where we use Grounded-SAM (Ren
et al., 2024) to mask out the salient objects. The �nal step is perturbation where we use LaMa
Inpainting model (Suvorov et al., 2021) to create a perturbed contrastive image so that the salient
object is missing. To avoid any spurious biases from perturbation, we experimented with masking
and inpainting randomly chosen objects instead of the salient object from the answerable subset,
thereby keeping the question answerable. Since the performance did not �uctuate signi�cantly, we
proceeded without random perturbation. We then prompt GPT-4V to generate a question for each
pair of images that is answerable for the original image but unanswerable for the perturbed image. To
increase the dif�culty of the questions, we speci�cally instruct GPT-4V to avoid generating “yes/no”
questions, as they are more likely to be answerable. In the end, we created� 30K samples based
on VQAv2, which are split into24K training and6K testing samples. In addition, we leverage the
GQA dataset (Hudson & Manning, 2019), which contains rule-based questions from ground truth
scene graph annotations. Similarly, we perturb the images and alter the answers to “I don't know”
to create unanswerable instances from the originally answerable instances. In total, we gather53K
more instances from GQA, and use them to augment the training split.

Generative AI Paradox for generating/understanding “uncertain questions”. While LLMs and
VLMs can generate uncertain questions, they often struggle to answer them accurately. As shown
in Figure 3, where we prompt GPT-4V to answer its own generated uncertain questions and it fails.
Inspired by West et al. (2023), which hypothesizes that models may not understand what they create,
we observe a similar pattern in generating and understanding uncertain questions.
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