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ABSTRACT

Image-text interleaved data, consisting of multiple images and texts arranged in a
natural document format, aligns with the presentation paradigm of internet data and
closely resembles human reading habits. Recent studies have shown that such data
aids multimodal in-context learning and maintains the capabilities of large language
models during multimodal fine-tuning. However, the limited scale and diversity of
current image-text interleaved data restrict the development of multimodal large
language models. In this paper, we introduce OmniCorpus, a 10 billion-level
open-source image-text interleaved dataset. Using an efficient data engine, we filter
and extract large-scale high-quality documents, which contain 8.6 billion images
and 1,696 billion text tokens. Compared to counterparts (e.g., MMC4, OBELICS),
our dataset 1) has 15 times larger scales while maintaining good data quality; 2)
features more diverse sources, including both English and non-English websites
as well as video-centric websites; 3) is more flexible, easily degradable from an
image-text interleaved format to pure text corpus and image-text pairs. Through
comprehensive analysis and experiments, we validate the quality, usability, and
effectiveness of the proposed dataset. We hope this could provide a solid data
foundation for future multimodal model research. Code and data are released at
https://github.com/OpenGVLab/OmniCorpus.

1 INTRODUCTION

With the rise of large language models (LLMs) (Zheng et al., 2024; Team, 2023; Cai et al., 2024; Bai
et al., 2023a; Touvron et al., 2023a;b; Bi et al., 2024; Brown et al., 2020; Achiam et al., 2023; Zeng
et al., 2022), multimodal large language models (MLLMs) (OpenAI, 2023; Liu et al., 2023e;d; Chen
et al., 2023b; 2024b; Bai et al., 2023b; Team et al., 2023; Reid et al., 2024; Zhu et al., 2023a; Alayrac
et al., 2022; Sun et al., 2023c; Ge et al., 2024) have also made significant progress. These MLLMs
typically integrate pre-trained LLMs with vision foundation models (VFMs) (Radford et al., 2021;
Ilharco et al., 2021; Chen et al., 2023b; Zhai et al., 2023; Sun et al., 2023b), aligning them through
extensive image-text pairing datasets (e.g., LAION (Schuhmann et al., 2022) and COYO (Byeon
et al., 2022)), thereby enabling the comprehension of visual cues within language models. These
datasets, collected by web scraping to match images with their descriptive captions, establish robust
links between visual and linguistic elements. Nonetheless, they neglect the original structure of
documents, leading to a loss of contextual details and resulting in lower text quality and lack of
contextual richness compared to the training corpus of LLMs. Therefore, there is an imperative need
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to investigate more natural and flexible multimodal data that go beyond naive image-text pairings,
with the aim of enhancing the training efficacy of MLLMs.

Pioneering studies (Zhu et al., 2024; Laurençon et al., 2024a; McKinzie et al., 2024; Alayrac et al.,
2022) have introduced image-text interleaved data, demonstrating their promise in preserving the
linguistic prowess of LLMs and boosting few-shot capabilities in tasks such as image captioning and
visual question answering (VQA). Despite this progress, the scale of these datasets remains relatively
limited, with the most extensive containing approximately 140 million documents, significantly
smaller than well-established text or image-text pair datasets. Moreover, their primary data sources,
mostly English websites from Common Crawl (CC) (Common Crawl, 2007), restrict content variety.
These constraints hinder the datasets’ capacity to fully unleash the potential of MLLMs, restricting
their advancement and performance.

Given these considerations, constructing large-scale high-quality image-text interleaved data for
MLLMs involves addressing several key challenges: (1) Diverse data sources: existing sources
like CC are relatively homogeneous, which are mainly text-centric with few images. In addition,
the availability of CC images is nearing exhaustion, making it difficult to support the scaling up of
future multimodal models. (2) Large-scale data processing: An efficient, scalable, and parallelizable
data engine is required to handle the massive volumes of multimodal data involved in this task. (3)
High-quality multimodal data: Comprehensive image and text filters are also crucial to ensure that
the generated text corpus maintains the same high quality as the original training data of LLMs while
interleaving high-quality images.

In this work, to establish a solid data foundation for MLLM research, we introduce OmniCorpus,
a 10 billion-level open-source image-text interleaved dataset. To expand data sources and address
the exhaustion of CC images, we supplement our dataset with data from non-English websites and
high-quality image content from video platforms. We propose a unified data format, termed streaming
data format, which is not only flexible to store image and text data from different sources, but also
facilitates subsequent data reading, visualization, and data cleaning. To efficiently leverage the
large-scale data from multiple sources, we develop an efficient data pipeline capable of scaling to
thousands of CPU cores. We carefully review the overall pipeline of the data engine and optimize
each component (e.g., main body extraction, preliminary text filtering) for higher efficiency and
speedup ratio in a parallel framework. To enhance data quality, we implement a human-feedback text
filter to reduce the noise within the texts, such as advertisements and other irrelevant content.

8.6B images
1,696B text tokens

efficient
data engine

generalize
<img1><txt1> <img2> <txt2>

<txt3> <img3> <txt4> ...

OmniCorpus: streaming data <img1><txt1> <img2> <txt2>

image-text interleaved

<img1> <txt4> <img2> <txt1>

image-text pair

EN CNsources: text corpus
<txt1> <txt2> <txt3> <txt4>

Figure 1: Overview of our OmniCorpus dataset. It com-
prises 8.6 billion images and 1,696 billion text tokens sourced
from diverse origins. Additionally, our efficient data engine
generalizes the data into various formats, such as text corpus,
image-text interleaved, and image-text pairs.

As shown in Figure 1 and Table 1,
our OmniCorpus dataset demonstrates
several advantages over its counter-
parts: (1) Larger data scale: Our
dataset stands as the largest multi-
modal dataset to date, containing 8.6
billion images, 1,696 billion text to-
kens, and 2.2 billion documents. It
is 1.7 times larger in images and 12.5
times larger in texts compared to the
previously largest multimodal dataset,
LAION-5B (Schuhmann et al., 2022),
while maintaining excellent data qual-
ity. (2) Richer data diversity: Drawing
from a broader range of data sources,
our dataset is more diverse than other
image-text interleaved datasets. It in-
cludes bilingual multimodal data in both Chinese and English, and encompasses text-centric and
vision-centric documents extracted from common websites and video platforms. (3) More flexible
format: The streaming data format of our dataset offers exceptional flexibility, allowing adaptation to
various data structures, including pure text corpora, image-text pairs, and interleaved data formats.

We follow established practices (e.g., LAION (Schuhmann et al., 2022), DataComp (Gadre et al.,
2023), MMC4 (Zhu et al., 2024), and OBELICS (Laurençon et al., 2024a)) to responsibly handle
privacy, safety, and data release. As with all web-crawled datasets, although it is impractical to obtain
explicit consent from all content creators, we have spared no effort to comply with terms of use (see
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Table 1:Comparison with large-scale image-text pre-training datasets. “#” denotes “the number
of”. “#Avg.” denotes “#Images per sample | #Tokens per sample”. The concept of “#Docs” applies
only to interleaved image-text datasets and is not relevant to paired image-text datasets. The proposed
OmniCorpus dataset features a signi�cantly larger scale and a broader range of sources compared to
previous image-text datasets.

Dataset #Images #Tokens #Docs #Avg. Language Source

Image-text Paired Datasets
COYO-700M 747M 12.9B � 1 | 17 English Common Crawl
LAION-5B 5B 135B � 1 | 27 multilingual Common Crawl

Image-text Interleaved Datasets
KOSMOS-1 data � � 71M � | � English Common Crawl
M3W (Flamingo) 185M � 43M 4.3 |� English English Websites
Web Interleaved (MM1) 1B 500B 500M 2 | 1K English English Websites
MMC4-Core 29.9M 2.4B 7.3M 4.1 | 329 English Common Crawl
MMC4 585M 43B 103M 5.7 | 417 English Common Crawl
OBELICS 353M 115B 141M 2.5 | 816 English Common Crawl
OmniCorpus-YT (ours) 2.1B 7.7B 10M 210 | 770 English YouTube Videos (YT)
OmniCorpus-CW (ours) 3.2B 940B 1196M 2 | 330 Chinese Chinese Websites (CW)
OmniCorpus-CC (ours) 3.3B 748B 988M 3.3 | 757 English Common Crawl (CC)
OmniCorpus (ours) 8.6B 1696B 2.2B 3.9 | 574 Bilingual CC, CW, YT

Appendix A.3). We have released all the processed documents with detailed attributes and curate
higher-quality subsets �ltered based on the attributes (see Appendix A.2). We hope that OmniCorpus
will be a valuable resource for multimodal machine learning research.

In summary, our contributions are threefold:

(1) We introduce the OmniCorpus dataset, the largest open-source multimodal dataset to date, which
pushes the boundaries of scale and diversity by encompassing 8.6 billion images interleaved with
1,696 text tokens from diverse sources, signi�cantly surpassing previous datasets.

(2) We propose a comprehensive set of tools and algorithms, including a streaming data format
that uni�es multimodal data from various sources, an ef�cient and scalable data engine capable of
processing large-scale data, and human feedback �lters to ensure high-quality data.

(3) Through extensive experiments, we validate the quality and effectiveness of our dataset. We show
that image-text interleaved data enhances few-shot capabilities and maintains the language abilities of
multimodal models. Additionally, we also gained some new �ndings that differ from prior �ndings.

2 RELATED WORKS

2.1 IMAGE-TEXT DATASETS

As one of the three pillars of deep learning, datasets play a critical role in advancing deep learning
models, especially in vision-language models (VLMs). Prior to the era of large-scale models, image-
text datasets (Chen et al., 2015; Young et al., 2014; Goyal et al., 2017; Singh et al., 2019; Marino
et al., 2019; Schwenk et al., 2022; Masry et al., 2022; Mishra et al., 2019; Wang et al., 2020; Clark
& Gardner, 2018; Mathew et al., 2022) are primarily human-annotated and have limited data scale.
For example, VQAv2 (Goyal et al., 2017) annotated each image with several question-answer pairs,
while Visual Genome (Krishna et al., 2017) further provided region-level annotations. However,
these datasets have limited data scales and fail to encompass diverse scenarios in the open world,
hindering models' generalization ability. To achieve open-world capability, CLIP (Radford et al.,
2021) and ALIGN (Jia et al., 2021) proposed training models using web-scale image-text pairs
collected from the internet. Subsequent works (Schuhmann et al., 2021; 2022; Schuhman et al., 2022;
Gadre et al., 2023; Byeon et al., 2022; Sharma et al., 2018; Changpinyo et al., 2021; Kalkowski et al.,
2015; Thomee et al., 2016; Wang et al., 2024c;b; Peng et al., 2023) have also been introduced for
open-source research. Among them, LAION-5B (Schuhmann et al., 2022) is the pioneering dataset
offering billion-scale image-text pairs, whereas AS-1B (Wang et al., 2024c) is the �rst extensive
dataset to provide region-level image-text pairs. By incorporating temporal context, InternVid (Wang
et al., 2023c) and AuroraCap (Chai et al., 2024) enrich the diversity of visual content, further
supporting the development of VLMs. However, these datasets contain limited world knowledge
in each sample, affecting the performance of the underlying language model of VLMs. Recently,
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Figure 2: Overview of the data processing pipeline.It contains �ve key stages: main body
extraction, preliminary text �ltering, document deduplication, image downloading & �ltering, and
detailed text �ltering. Each stage ef�ciently reduces the dataset to retain only high-quality data.

a series of interleaved datasets (Zhu et al., 2024; Laurençon et al., 2024a) have been proposed to
address these issues. Nonetheless, the data source and the languages involved in these datasets are
limited. In this work, we propose the OmniCorpus, the �rst 10 billion-level image-text interleaved
dataset comprising multiple data sources and languages.

2.2 VISION-LANGUAGE MODELS

Signi�cant advancements have been made in the �eld of vision-language models (VLMs) in recent
years. Previous methods (Bao et al., 2022; Wang et al., 2022) mainly focused on speci�c downstream
tasks within prede�ned closed sets, while recent works have shifted towards understanding the open
world. Models trained with contrastive learning-based methods (Radford et al., 2021; Jia et al., 2021;
Fang et al., 2022; Chen et al., 2023b) are capable of recognizing and understanding open-world
semantics through an image-text matching framework, although their lack of generative ability limits
their applicability. In recent years, the advancement of large language models (LLMs) (Brown et al.,
2020; Achiam et al., 2023; Touvron et al., 2023a) has led to the emergency of many LLM-based
VLMs (Zhu et al., 2022; Li et al., 2023b; Zhu et al., 2023a; Wang et al., 2023b; Liu et al., 2023g;
Li et al., 2023c). As one of the representative works, InternVL series model (Chen et al., 2024c;
Gao et al., 2024; Chen et al., 2024b; Wang et al., 2024a) achieves performance comparable to GPT-
4V (OpenAI, 2023). Additionally, models like Kosmos-2 (Peng et al., 2023) and ASMv2 (Wang et al.,
2024b) enable LLMs to comprehend speci�c regions within images. Recently, a series of works (Sun
et al., 2023c;a; Tian et al., 2024; Zhu et al., 2023b; Jin et al., 2023; Dong et al., 2023; Laurençon
et al., 2024b) have explored the use of image-text interleaved data to enhance VLM capabilities.
However, the training corpora for these models remain limited to English data from Common Crawl.
The effectiveness of image-text interleaved data from other sources or languages is still unexplored.
In this work, we provide more empirical insights into the use of interleaved data.

3 DATA ENGINE

3.1 OVERALL PIPELINE

Figure 2 illustrates the overall pipeline of our data engine, which consists of �ve key stages as follows:

Main Body Extraction. We extract primary content from each web document using an improved
version of Tra�latura (Barbaresi, 2021), which can more accurately and ef�ciently extract main
content and images while handling a broader range of languages (see Section 3.2). We enhance
sections based on the HTML structure's density if the extracted content is insuf�cient. HTML
documents without images are dropped in this stage. Some explicit advertisements or sidebars are
excluded through HTML structure analysis and URL pattern matching for images. Then, we convert
the HTML structure into the streaming data format, which is a uni�ed data format applicable to
different data sources. It preserve tags for individual elements, including <text>, <image>, <code>,
<header>, <detail>, <quote>, <video>, <audio>, <table>, and <list>. During this step, we remove
47% of documents.

Preliminary Text Filtering. Given the streaming data from the main body extraction, we perform
preliminary text �ltering by employing strategies from Gopher (Rae et al., 2021) and C4 (Raffel
et al., 2020) to eliminate extremely low-quality content, such as documents with excessive numbers,
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documents with texts that are too long or too short, documents containing explicit inaccurate content,
and documents containing “lorem ipsum.” Additionally, we introduce some heuristic rules to further
�lter the text, such as removing documents with too many continuous line breaks or documents where
a single word's frequency is excessively high. During this step, we remove 80% documents from the
remaining HTML documents.

Document Deduplication with Text. We remove duplicate documents by comparing their text
content using minhash (Broder, 1997) values with a threshold of 0.8 and retaining the latest version.
This step signi�cantly reduces redundancy, discarding approximately 90% of duplicates.

Image Downloading & Filtering. In this step, we discard invalid images that were not successfully
downloaded. Adhering to MMC4 (Zhu et al., 2024) guidelines, we �lter out images with a height or
width of fewer than 150 pixels and an aspect ratio greater than 2 or less than 0.5. We �ltered out low-
quality images using the LAION-Aesthetic Predictor (Schuhmann et al., 2022) with a threshold of 3.7
and the LAION-NSFW Detector (Schuhmann et al., 2022) with a threshold of 0.8. Additionally, we
identify and remove images that appear more than 10 times across HTML documents by computing
perceptual hash (phash) and difference hash (dhash) values.

Detailed Text Filtering. We use BERT (Devlin et al., 2018) classi�ers of WanJuan-CC (Qiu et al.,
2024) to score advertisement content, political content, toxic content, NSFW material, and document
�uency. Using these models, we discard documents containing excessive ads, inappropriate content,
or poor language quality. In addition, to further improve data quality, we use a human-feedback
�ltering strategy (see Section 3.3) to develop a multimodal �lter suitable for English and non-English
content.

In addition, we enhance the diversity of our dataset by creating storyboard datasets from various
video sources. This includes extracting keyframes and transcribing audio content from YT-Temporal-
1B (Zellers et al., 2022), HD-VILA-100M (Xue et al., 2022), HowTo100M (Miech et al., 2019), and
InternVid (Wang et al., 2023c).

3.2 TWEAKINGS

To enhance the effectiveness and ef�ciency of our pipeline, we carefully re�ne the data pipeline from
key aspects as follows:

Pre-Deduplication. The resources required for image downloading, �ltering, and detailed text
�ltering are substantial, involving signi�cant bandwidth, GPU resources, and human feedback. Given
that the deduplication step �lters out a large number of documents and images, we choose to perform
deduplication in advance. This approach effectively reduces the number of images to be downloaded
and the volume of documents requiring detailed text �ltering. As a result, it saves approximately 86
PB seconds of bandwidth in downloading images, 4500 A100 GPU days in image �ltering, and 130
GPU days along with 45 person-days in detailed text �ltering.

Improved Main Body Extraction. Our extraction algorithm has been signi�cantly improved
compared to the vanilla Tra�latura (Barbaresi, 2021). In terms of accuracy, we have addressed the
issue where Tra�latura would overlook the main content of an HTML document when extracting
images, and enhanced its capability to handle Chinese, Japanese, and Arabic documents. Additionally,
we have incorporated techniques to trim web noise regions based on HTML structure (such as clusters
of lists and navigation bars) and style (targeting elements like advertisements, comments, JavaScript,
and CSS). In terms of ef�ciency, we optimized the process based on HTML nodes and streamlined
the processing pipeline by eliminating the fallback process in challenging cases. With these two
improvements, we can not only extract more informative content from the main body but also double
the speed of the extraction process.

Improved Image Downloading. We integrate ef�cient download task scheduling and resource
allocation while employing Bloom �ltering technology (Bloom, 1970) to deduplicate URLs of images
that have been downloaded or are pending processing. This method effectively prevents redundant
download requests, optimizing storage resources and bandwidth usage. Consequently, it provides
robust technical support for the ef�cient collection and analysis of large-scale image data. Speci�cally,
our approach reduces URL download requests from 30 billion to 9.65 billion and accelerates the
downloading process by a factor of 1.5.
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Pipeline Parallelism.Our pipeline runs in a modular parallel manner, offering several bene�ts. (1)
The system will have greater fault tolerance since we can modify or improve each section of the
pipeline independently. (2) Different parts of the pipeline require different types of resources, such as
main body extraction runs on CPUs, image �ltering runs on GPUs, and image downloading requires
bandwidth, so a modular design is more reasonable. (3) by allocating resources based on throughput
rather than evenly distributing them, we can signi�cantly speed up the process. Compared to equal
resource allocation, our parallel assembly line achieves a 1.39 times speed increase.

With all these improvements, the dataset processing pipeline can now scale up to thousands of CPUs,
thousands of GPUs, and 3Gbps bandwidth, tripling its processing speed in that con�guration. Further
analysis of effectiveness is presented in Appendix C.1.

3.3 HUMAN -FEEDBACK FILTERING

Based on the pipeline introduced in Section 3.1, a signi�cant portion of low-quality data has been
removed. However, the remaining documents are still noisy. In this section, we introduce the human-
feedback �ltering method used to optimize the text �lters, further improving the document quality.
The optimized �lter comprises nearly 30 �ltering rules for English and 40 for Chinese. These �ltering
rules can be found in the Appendix.

To build these �ltering rules, we �rst sample a subset of documents according to various criteria,
including completeness, comprehensibility, �uency, relevance, and safety. After that, we manually
design additional �ltering rules to remove the low-quality documents from these sampled documents.
These rules are then evaluated on a human-annotated evaluation set, and those achieving excellent
performance are added to our �ltering pipeline. The evaluation metric includes the miss rate and
the false positive rate. By repeating the above process, we can iteratively optimize the quality and
comprehensiveness of text �lters based on human feedback.

3.4 STREAMING DATA FORMAT

We use a comprehensive and uni�ed streaming data format to preserve rich and diverse information
about the original data. Given an HTML document, we �rst split it into several chunks according to
its layout, each formulated as image-text interleaved sequencesx = ( x1; x2; :::; xn ), wherex i can be
a text sentence or an image. Then we concatenate these chunks in a top-to-bottom, left-to-right order
to obtain a streaming interleaved sequence.

Based on this data format, the formulation of HTML documents, image-text pairs, and video
sequences can be easily uni�ed, which means that we can process these heterogeneous data from
different sources in a uni�ed manner. In addition to the content of the given data, other meta-
annotations, including image aesthetic scores, image/text NSFW scores, political scores, toxic scores,
unsafe scores, and text �uency, are also included in the streaming data. We hope that these meta-
annotations can help researchers to better understand and utilize the dataset for various applications.

4 EXPLORING OMNI CORPUS

General Statistics.As shown in Table 1, our OmniCorpus is currently the largest and the �rst open-
source multilingual interleaved dataset. It surpasses the combined totals of all previous interleaved
datasets (Huang et al., 2023; McKinzie et al., 2024; Zhu et al., 2024; Laurençon et al., 2024a).
Figure 3 illustrates the joint distribution of text tokens and images in the interleaved sequences from
OmniCorpus. See Appendix D.2 for more details.

Diversity Analysis. To measure and analyze the diversity of document content, we follow previous
studies (Zhu et al., 2024; Laurençon et al., 2024a) and employ Latent Dirichlet Allocation (LDA) (Blei
et al., 2003) to assess the topic diversity of the dataset. Figure 5 illustrates the signi�cant differences
in topics across documents from different sources, highlighting the importance of various sources in
enhancing data diversity. The detailed topic modeling results are presented in Appendix D.3.

Qualitative Assessment of Dataset Samples.We randomly sample 200 documents from
OmniCorpus-CC to evaluate their quality. There are 405 images in these documents. Among
them, 88.4% are relevant to the documents, 8.0% contain watermarks, 4.0% contain logos, and 0.2%
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Figure 3:Joint distribution of the image and
token numbers per document.We use kernel
density estimate to get the distribution.

Figure 4:Joint distribution of text and image
score PDFs.We visualized and compared the
joint distribution of the PDFs of the Text Scores
and Image Scores across each dataset.

Figure 5:Visualization of topic clusters and example images.The four diagrams from left to right
correspond to MMC4 (Zhu et al., 2024), OmniCorpus-CC, OmniCorpus-YT, and OmniCorpus-CW.
The clusters are T-SNE (Van der Maaten & Hinton, 2008) projection of LDA (Blei et al., 2003) topic
modeling results. We select 2 topics for each dataset and show two image examples for each topic.

are advertisements. Additionally, 86.4% of the documents feature photographic images, while 13.6%
included graphic images such as cartoons. Furthermore, 32.1% of the images contain at least one
written word, and 22.7% of the images contain structured text. No NSFW images were found.

Quality Validation. As illustrated in Figure 4, we present the joint distribution of text scores and
image scores across each set of 1 million sampled documents. The image score is calculated as the
average of the aesthetic score and the NSFW score. The text score is determined by averaging the
advertisement content score, the NSFW content score, and the document �uency score. In terms
of image scores, all datasets perform similarly. The OmniCorpus-CC exhibits superior text quality.
Speci�cally, our OmniCorpus-CC has a lower proportion of low-quality text compared to other
datasets, with the difference diminishing as test quality increases. This indicates a higher proportion
of high-quality tests in OmniCorpus-CC.

5 EXPERIMENTS

In Section 5.2, we �rst run ablations on OmniCorpus and highlight key �ndings. In Section 5.3,
we present results comparing MLLMs pre-trained on OmniCorpus with counterparts. We provide
additional comparisons on instruction tuning in Appendix B.3 and analyses on effectiveness of data
engine in Appendix C.
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Figure 6: Ablation on image position
strategies. Red solid: fully autoregres-
sive. Blue dashed: cross-attention. Trian-
gular: natural. Circular: retrieval-based.

Table 2:Ablation on pre-training and SFT data types.
We report the zero/few-shot average accuracies of the
four MLLM benchmarks and the text-only MMLU
benchmark. The �rst row hosts the initialized model
which has not been trained with vision-language data.

Pre-training
Data

SFT
Data

Avg. MLLM acc. MMLU acc.
0 1 2 4 0 5

- - - - - - 48.7 49.9
Interleaved - 28.3 48.3 54.4 58.7 47.1 48.6
- Common 76.3 71.7 72.6 73.1 50.3 50.5
Interleaved Common 76.5 73.0 73.3 73.9 50.4 51.2
Interleaved Interleaved 74.5 77.7 78.1 77.9 50.8 51.3

Table 3:Pre-training ablation on curated subsets.We report the zero/few-shot results on four
MLLM benchmarks, including two VQA and two image captioning tasks. The �rst column shows
the number of documents per subset, with 1M documents randomly sampled for training.

Eval Set OKVQA TextVQA COCO Flickr30k Avg.
#Shot 0 1 2 4 0 1 2 4 0 1 2 4 0 1 2 4 0 1 2 4

988M 15.2 34.1 31.8 32.821.7 30.5 34.6 37.741.9 73.6 85.0 94.934.2 41.4 47.5 52.628.2 44.9 49.7 54.5
600M 17.1 34.9 32.3 30.1 23.0 31.7 35.8 37.9 41.4 75.3 85.7 96.934.2 43.6 48.8 55.8 28.9 46.4 50.6 55.1
200M 12.7 36.0 38.8 41.1 17.7 32.6 38.0 42.0 46.9 80.8 92.2 97.2 36.1 43.9 48.6 54.3 28.3 48.3 54.4 58.7
40M 13.4 35.5 38.6 41.4 17.1 32.1 35.9 39.438.3 79.8 91.6 96.029.5 44.0 47.7 53.6 24.6 47.8 53.5 57.6
8M 12.2 35.6 38.2 40.815.9 32.9 36.3 38.241.5 78.2 89.4 93.532.4 42.9 49.0 51.6 25.5 47.4 53.2 56.0

2.5M 13.5 35.7 39.1 41.3 18.2 33.2 37.7 41.1 46.4 78.9 91.9 95.935.4 43.7 48.8 54.528.4 47.9 54.4 58.2

5.1 EXPERIMENTAL SETTINGS

Baselines. We construct our baseline models following LLaVA-1.5 (Liu et al., 2023d), which
comprises a vision encoder, a multimodal projector, and an LLM. The input sequence to the LLM is
a token sequence consisting of interleaved visual and textual tokens. The language modeling loss
is used to train the model, which is only calculated on text tokens. Unless otherwise speci�ed, we
employ CLIP-ViT-L-336px (Radford et al., 2021) as the vision encoder and Vicuna-1.5-7B (Zheng
et al., 2024) as the LLM.

Evaluation. We evaluate our models on VQA benchmarks (Goyal et al., 2017; Singh et al., 2019;
Gurari et al., 2018; Marino et al., 2019) and image captioning benchmarks (Chen et al., 2015; Young
et al., 2014). The accuracy score is used for VQA, while CIDEr (Vedantam et al., 2015) is used for
image captioning. Following OpenFlamingo (Awadalla et al., 2023), we extend the benchmarks to
few-shot settings to assess in-context learning. In Table 2-4, "Avg. MLLM acc." means the mean
value of the four benchmark scores. In Table 2-5, "#Shot" means the number of in-context examples.
See Appendix B.1 for more details.

5.2 MAIN FINDINGS

Different image position strategies excel in different architectures.Existing multimodal document
datasets organize interleaved image and text sequences in two main ways. The MMC4 dataset (Zhu
et al., 2024) employed a retrieval strategy, inserting images into text sequence based on CLIP similari-
ties, while the OBELICS dataset (Laurençon et al., 2024a) maintained the natural layout of the source
webpage. We conducted ablation studies on OmniCorpus-CC to evaluate both strategies using a fully
autoregressive architecture like LLaVA-1.5 (Liu et al., 2023d) and a cross-attention architecture like
Flamingo (Alayrac et al., 2022). As shown in Figure 6, the natural strategy performs better with the
fully autoregressive architecture, whereas the retrieval-based strategy excels with the cross-attention
architecture. This suggests that the cross-attention architecture bene�ts from optimal correlation
between images and their surrounding paragraphs, while the fully autoregressive architecture prefers
a natural arrangement that aligns with typical reading habits. Refer to Appendix B.5 for more details.

Data �ltering bene�ts MLLMs to some extent. We further construct several curated subsets of
approximately 600M, 200M, 40M, 8M, and 2.5M documents from OmniCorpus-CC. The curation
details are introduced in Appendix B.4. To validate the bene�ts of data �ltering, we trained baseline
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Table 4:Comparison with open-source interleaved image-text datasets.We report the zero/few-
shot results on four MLLM benchmarks. The best two results are highlighted with bold font.

Eval Set OKVQA TextVQA COCO Flickr30k Avg.
#Shot 0 1 2 4 0 1 2 4 0 1 2 4 0 1 2 4 0 1 2 4

MMC4 15.1 29.0 24.0 23.2 21.2 27.6 30.3 33.8 45.7 70.9 82.1 88.436.3 32.5 39.0 43.8 29.6 40.0 43.9 47.3
MMC4-Core 13.5 29.5 27.1 26.820.5 27.1 32.1 35.641.0 72.1 84.6 90.334.3 37.5 41.1 45.627.3 41.5 46.2 49.6
OBELICS 13.9 35.0 36.840.2 17.9 30.3 35.7 40.750.7 74.7 91.3 97.142.7 41.4 47.5 54.731.3 45.3 52.9 58.2

OmniCorpus-YT 16.5 36.1 38.4 40.1 22.9 34.5 38.1 41.0 40.6 71.2 78.0 83.8 32.9 30.0 32.2 36.0 28.2 43.0 46.6 50.2
OmniCorpus-CC 12.7 36.0 38.8 41.1 17.7 32.6 38.0 42.0 46.9 80.8 92.2 97.2 36.1 43.9 48.6 54.3 28.3 48.3 54.4 58.7

Table 5:Comparison with state-of-the-art MLLMs pre-trained with interleaved image-text data.
“*” indicates that the zero-shot evaluation follows Flamingo (Alayrac et al., 2022), which actually
includes two text-only examples. The prompt for TextVQA (Singh et al., 2019) does not contain
OCR tokens. To align with the evaluation setting of comparison models, we sample the in-context
examples randomly.

Model Pre-training Data #Shot COCO Flickr30k OKVQA TextVQA VQAv2 VizWiz

0* 79.5 59.5 37.8 24.2 52.7 27.5
4 89.0 65.8 40.1 28.2 54.8 34.1OpenFlamingo-9B MMC4

LAION 8 96.3 62.9 41.1 29.1 54.8 38.5

0* 46.0 27.3 38.4 25.9 50.9 35.5
4 93.0 59.7 45.4 27.6 55.4 36.9IDEFICS-9B

OBELICS
Wikipedia

LAION, PMD 8 97.0 61.9 47.7 27.5 56.4 40.4

0* � � 42.8 � 52.9 34.4
4 � � � � 58.4 41.3Emu-14B

LAION, LAION-COCO
MMC4, WebVid-10M

YT-Storyboard-1B 8 � � � � 59.0 43.9

0* 87.9 62.7 50.8 53.3 70.4 56.6
4 102.8 70.6 54.1 55.2 71.6 57.6Ours (7B) LAION

OmniCorpus-CC 8 104.7 69.4 54.2 55.8 71.7 58.6

models using 1M documents randomly sampled from subsets, separately. As shown in Table 3, the
model trained on the 200M subset outperforms those trained on larger subsets and performs similarly
to the model trained on smaller subsets. This suggests that data �ltering can improve data quality, but
over-�ltering may harm performance due to data homogenization.

Image-text interleaved �ne-tuning maintains in-context learning ability. We pre-train the baseline
architecture with 1M documents randomly sampled from OmniCorpus-CC and �ne-tune it using the
LLaVA-665K dataset (Liu et al., 2023d). We compare zero-shot and few-shot performance on four
MLLM benchmarks, as well as a text-only benchmark (i.e., MMLU (Hendrycks et al., 2020)), as
shown in Table 2. The image-text interleaved pre-trained model shows a stepwise improvement with
more in-context examples. After �ne-tuning with high-quality conversation samples, there are overall
enhancements for the average performance on four MLLM benchmarks, but the positive correlation
with the example number is no longer maintained. Additionally, we replace the caption and VQA
samples in the SFT data with few-shot samples whose format is aligned with the evaluation, yielding
signi�cantly improved few-shot performance. Despite the slight decline in zero-shot performance, the
best few-shot average score shows considerable improvement compared to the baseline. Therefore,
including image-text interleaved samples in SFT data is still essential. Furthermore, due to the
absence of text-only instruction following samples in this setting, the model's language capability
decreased. However, the high-quality data used in SFT signi�cantly improved the language ability,
effectively mitigating the disadvantages introduced during the pre-training phase.

OmniCorpus-YT boosts VQA performance while degrading captioning ability. The previ-
ous studies have merely incorporated storyboard samples into a pre-training data mixture without
thoroughly investigating the speci�c impact. Our goal is to pre-train an MLLM exclusively using
documents collected from video and evaluate it on image-text benchmarks. We randomly selected 1M
samples from OmniCorpus-YT. For each sample of video frames with text, we uniformly extracted
six frames as images for the document and removed the remaining frames, constructing an image-text
interleaved document. As shown in Table 4, the model trained on sampled OmniCorpus-YT achieves
the best VQA capabilities, but its captioning scores are the lowest. The results demonstrate the
feasibility of extracting image-text interleaved documents from video resources.
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OmniCorpus-CW improves the Chinese ability.We pre-train on 1M Chinese documents randomly
sampled from OmniCorpus-CW and �ne-tune with LLaVA-665K data (Liu et al., 2023d). We
�nd that the scores improve from 59.8 to 62.5 (+2.7) for MMBench-CN (Liu et al., 2023f) and
from 23.6 to 24.9 (+1.3) for CMMMU (Zhang et al., 2024), demonstrating the effectiveness of our
OmniCorpus-CW data.

5.3 COMPARISONEXPERIMENTS

The OmniCorpus achieves a large data scale while ensuring superior data quality. To demonstrate
this, we conduct comparison experiments on 1M documents randomly sampled from MMC4, MMC4-
Core (Zhu et al., 2024), OBELICS (Laurençon et al., 2024a), and OmniCorpus-CC, respectively.
The MLLM architectures and pre-training settings are kept consistent across all experiments. As is
shown in Table 4, the OmniCorpus-CC exhibits optimal few-shot performance and near-optimal zero-
shot performance. OmniCorpus-CC improves the capacity of in-context learning, which is widely
acknowledged as a key advantage of pre-training with image-text interleaved data. Additionally, the
larger scale of our dataset makes it particularly suitable for extensive multimodal pre-training.

To demonstrate the potential of the OmniCorpus for large-scale MLLMs pre-training, we design
a recipe for training a competitive 7B baseline foundation model with our dataset. We replace the
LLM with InternLM2-7B (Cai et al., 2024). Additionally, we collect a large-scale data mixture,
including image-text interleaved data (OmniCorpus-CC), paired image-text data (LAION (Schuhmann
et al., 2022)), and text-only data. We compare our model with OpenFlamingo (Awadalla et al.,
2023) mainly pre-trained with MMC4 (Zhu et al., 2024) and IDEFICS mainly pre-trained with
OBELICS (Laurençon et al., 2024a). We follow them to add two evaluation sets, VQAv2 (Goyal
et al., 2017) and VizWiz (Gurari et al., 2018), for evaluating the pre-trained models. The evaluation
setting is aligned with the OpenFlamingo (Awadalla et al., 2023). The comparison performance is
presented in Table 5. We can see that our 7B model is superior to the larger 9B OpenFlamingo and
IDEFICS in most cases. Especially for VQAv2 and TextVQA, our model achieves a cliff lead.

6 CONCLUSION

In this work, we introduce the OmniCorpus dataset, the largest multimodal dataset to date. This
dataset contains 8.6 billion images, 1,696 billion text tokens, and 2.2 billion documents, which are
collected from three data sources: Common Crawl, Chinese websites, and video platforms. We
elaborate on the data engine used to construct this dataset and carefully analyze its diversity and
quality. Experimental results demonstrate the effectiveness of our OmniCorpus. We also provide
some new insights according to these experiments.
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A DATASET INFORMATION

A.1 DATASHEET FOROMNI CORPUS DATASET

A.1.1 MOTIVATION

Q1 For what purpose was the dataset created?Was there a speci�c task in mind? Was there
a speci�c gap that needed to be �lled? Please provide a description.

• OmniCorpus was created to address the limitations of existing image-text interleaved
datasets, speci�cally their scale and diversity. The dataset contains 10 billion-level
image-text pairs, with the goal of enhancing multimodal large language models
(MLLMs). Unlike previous datasets that often focus on English and text-centric sources,
OmniCorpus includes a broad range of data from both English and non-English web-
sites as well as video-centric platforms, providing a more diverse and comprehensive
resource for training MLLMs. The dataset's �exibility in data formats (pure text corpus,
image-text pairs, and interleaved data) aims to support various research applications in
multimodal learning.

Q2 Who created the dataset (e.g., which team, research group) and on behalf of which
entity (e.g., company, institution, organization)?

• The OmniCorpus dataset was created by OpenGVLab, the general vision team of
Shanghai AI Laboratory.

Q3 Who funded the creation of the dataset?If there is an associated grant, please provide the
name of the granter and the grant name and number.

• This project was supported by the National Key R&D Program of China (No.
2022ZD0161301, 2022ZD0160101), the National Natural Science Foundation of China
(No. 62376134). Zhe Chen was supported by the Youth PhD Student Research Project
under the National Natural Science Foundation (No. 623B2050).

Q4 Any other comments?

• No.

A.1.2 COMPOSITION

Q5 What do the instances that comprise the dataset represent (e.g., documents, photos,
people, countries)?Are there multiple types of instances (e.g., movies, users, and ratings;
people and interactions between them; nodes and edges)? Please provide a description.

• Each instance in OmniCorpus represents an image-text interleaved document. These
instances include a variety of image types and corresponding textual descriptions.
The dataset is diverse, encompassing images and text from English and non-English
websites, as well as video platforms. The data is structured in a streaming format
that allows for various con�gurations, such as pure text corpora, image-text pairs, and
interleaved sequences.

Q6 How many instances are there in total (of each type, if appropriate)?

• OmniCorpus consists of 8.6 billion images, 1,696 billion text tokens, and 2.2 billion
documents. The dataset is signi�cantly larger and more diverse compared to previous
multimodal datasets.

Q7 Does the dataset contain all possible instances or is it a sample (not necessarily random)
of instances from a larger set?If the dataset is a sample, then what is the larger set? Is the
sample representative of the larger set (e.g., geographic coverage)? If so, please describe
how this representativeness was validated/veri�ed. If it is not representative of the larger set,
please describe why not (e.g., to cover a more diverse range of instances, because instances
were withheld or unavailable).

• OmniCorpus is a sample from Common Crawl (Common Crawl, 2007), Chinese
websites, YT-Temporal-1B (Zellers et al., 2022), HD-VILA-100M (Xue et al., 2022),
HowTo100M (Miech et al., 2019), and InternVid (Wang et al., 2023c). The data was
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�ltered and processed to maintain high quality and relevance, though it may not capture
every possible instance from the larger set of internet data.

Q8 What data does each instance consist of?“Raw” data (e.g., unprocessed text or images)
or features? In either case, please provide a description.

• Each instance consists of an interleaved sequence of images and text. The data includes
raw image URLs, associated text, and metadata such as image dimensions, language,
and various quality scores. The text can be captions, descriptions, or other types of
annotations related to the images.

Q9 Is there a label or target associated with each instance?If so, please provide a description.

• No, OmniCorpus does not provide speci�c labels or targets for each instance. The
dataset is designed to be �exible and can be used for various tasks such as image
recognition, captioning, and visual question answering, depending on the researcher's
needs.

Q10 Is any information missing from individual instances? If so, please provide a description,
explaining why this information is missing (e.g., because it was unavailable). This does not
include intentionally removed information, but might include, e.g., redacted text.

• No.

Q11 Are relationships between individual instances made explicit (e.g., users' movie ratings,
social network links)? If so, please describe how these relationships are made explicit.

• No.

Q12 Are there recommended data splits (e.g., training, development/validation, testing)?If
so, please provide a description of these splits, explaining the rationale behind them.

• No.

Q13 Are there any errors, sources of noise, or redundancies in the dataset?If so, please
provide a description.

• OmniCorpus is generated through a data engine and may contain some noise or errors.
However, efforts were made to �lter and clean the data, including human feedback and
�ltering processes. Although the noise has been signi�cantly reduced, we encourage
the users to further �lter the data based on their requirements.

Q14 Is the dataset self-contained, or does it link to or otherwise rely on external resources
(e.g., websites, tweets, other datasets)?If it links to or relies on external resources, a) are
there guarantees that they will exist, and remain constant, over time; b) are there of�cial
archival versions of the complete dataset (i.e., including the external resources as they
existed at the time the dataset was created); c) are there any restrictions (e.g., licenses, fees)
associated with any of the external resources that might apply to a future user? Please
provide descriptions of all external resources and any restrictions associated with them, as
well as links or other access points, as appropriate.

• The dataset relies on URLs to images hosted on the web. While the data was collected
to be as stable as possible, there are no guarantees that all external resources will remain
available inde�nitely. The dataset includes URLs and annotations, but not the media
content itself. Users must respect the original sources' licenses and restrictions when
accessing the data.

Q15 Does the dataset contain data that might be considered con�dential (e.g., data that is
protected by legal privilege or by doctor-patient con�dentiality, data that includes the
content of individuals' non-public communications)? If so, please provide a description.

• No.

Q16 Does the dataset contain data that, if viewed directly, might be offensive, insulting,
threatening, or might otherwise cause anxiety?If so, please describe why.

• The dataset includes images and text from various internet sources, and despite �ltering
efforts, it may still contain content that some users might �nd offensive or distressing.
Hence, a subset with higher scrutiny and manual veri�cation is available to minimize
exposure to such content. Although the content has been signi�cantly reduced, we
encourage the users to further �lter the data based on their requirements.
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Q17 Does the dataset relate to people?If not, you may skip the remaining questions in this
section.

• People may appear in images or be mentioned in text, but they are not the primary
focus of the dataset.

Q18 Does the dataset identify any subpopulations (e.g., by age, gender)?

• The dataset does not explicitly identify subpopulations. Any such information would
be incidental and not a primary attribute of the dataset.

Q19 Is it possible to identify individuals (i.e., one or more natural persons), either directly or
indirectly (i.e., in combination with other data) from the dataset? If so, please describe
how.

• Yes, the dataset it possible to identify individuals because it comes from the internet.

Q20 Does the dataset contain data that might be considered sensitive in any way (e.g., data
that reveals racial or ethnic origins, sexual orientations, religious beliefs, political
opinions or union memberships, or locations; �nancial or health data; biometric or
genetic data; forms of government identi�cation, such as social security numbers;
criminal history)? If so, please provide a description.

• Yes, the dataset includes images and text from various internet sources, and despite
�ltering efforts, it may still contain content that some users might �nd sensitive. Hence,
a subset with higher scrutiny and manual veri�cation is available to minimize exposure
to such content. Although the content has been signi�cantly reduced, we encourage the
users to further �lter the data based on their requirements.

Q21 Any other comments?

• No.

A.1.3 COLLECTION PROCESS

Q22 How was the data associated with each instance acquired?Was the data directly
observable (e.g., raw text, movie ratings), reported by subjects (e.g., survey responses), or
indirectly inferred/derived from other data (e.g., part-of-speech tags, model-based guesses
for age or language)? If data was reported by subjects or indirectly inferred/derived from
other data, was the data validated/veri�ed? If so, please describe how.

• The OmniCorpus dataset is directly observable, from Common Crawl (Common Crawl,
2007), chinese websites, YT-Temporal-1B (Zellers et al., 2022), HD-VILA-100M (Xue
et al., 2022), HowTo100M (Miech et al., 2019), and InternVid (Wang et al., 2023c).

Q23 What mechanisms or procedures were used to collect the data (e.g., hardware apparatus
or sensor, manual human curation, software program, software API)?How were these
mechanisms or procedures validated?

• We ran the data engine in Python, over 128 8-A100(80G) GPU machine, 30,000 CPU
machine and 3Gbps bandwidth.

Q24 If the dataset is a sample from a larger set, what was the sampling strategy (e.g.,
deterministic, probabilistic with speci�c sampling probabilities)?

• The OmniCorpus dataset is created based on the Common Crawl (Common Crawl,
2007) and YT-Temporal-1B (Zellers et al., 2022), HD-VILA-100M (Xue et al., 2022),
HowTo100M (Miech et al., 2019), and InternVid (Wang et al., 2023c).

Q25 Who was involved in the data collection process (e.g., students, crowdworkers, contrac-
tors) and how were they compensated (e.g., how much were crowdworkers paid)?

• Almost all researchers and developers in this project have been involved in the author
list. The work was done when the students including Qingyun Li, Zhe Chen, Weiyun
Wang, Guanzhou Chen, Zhangwei Gao, Erfei Cui, Changyao Tian were research
interns at Shanghai AI Laboratory. No crowdworkers were used in the curation of
the dataset. The researchers and developers made academic contributions without
additional payments.
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Q26 Over what timeframe was the data collected? Does this timeframe match the creation
timeframe of the data associated with the instances (e.g., recent crawl of old news
articles)? If not, please describe the timeframe in which the data associated with the
instances was created.

• The data for the OmniCorpus dataset was collected over a timeframe that encompasses
multiple years, as it includes a vast and diverse range of sources such as Common
Crawl, Chinese websites, and YouTube. This comprehensive collection effort aims
to cover a wide spectrum of content types and contexts. The timeframe of the data
collection does not necessarily match the creation timeframe of the data associated with
the instances. For instance, the dataset includes recent crawls of older news articles
and video frames extracted from previously published videos. This approach ensures
the inclusion of both contemporary and historical content, thus providing a rich and
varied dataset for training multimodal models.

Q27 Were any ethical review processes conducted (e.g., by an institutional review board)?
If so, please provide a description of these review processes, including the outcomes, as well
as a link or other access point to any supporting documentation.

• The project has been reviewed by the Ethics Review Committee of ICLR 2025. This
paper was evaluated by at least two members of the Ethics Review Committee. Ad-
ditionally, the reviewers and area chair have also ful�lled their responsibilities of
conducting ethical reviews.

Q28 Does the dataset relate to people?If not, you may skip the remaining questions in this
section.

• People might be present in the images and descriptions, although they are not the sole
emphasis of the dataset.

Q29 Did you collect the data from the individuals in question directly, or obtain it via third
parties or other sources (e.g., websites)?

• The data for OmniCorpus was obtained from third-party sources, including Common
Crawl, Chinese websites, and YouTube, rather than collected directly from individuals.

Q30 Were the individuals in question noti�ed about the data collection?If so, please describe
(or show with screenshots or other information) how notice was provided, and provide a
link or other access point to, or otherwise reproduce, the exact language of the noti�cation
itself.

• Individuals were not noti�ed about the data collection. Our dataset is built upon
Common Crawl (Common Crawl, 2007), chinese websites, YT-Temporal-1B (Zellers
et al., 2022), HD-VILA-100M (Xue et al., 2022), HowTo100M (Miech et al., 2019),
and InternVid (Wang et al., 2023c), which only contains information that is publicly
available on the Internet. The publishers of these information are usually aware that it
will be made public to the world, but they may not be aware that it will be collected in
this way.

Q31 Did the individuals in question consent to the collection and use of their data?If so,
please describe (or show with screenshots or other information) how consent was requested
and provided, and provide a link or other access point to, or otherwise reproduce, the exact
language to which the individuals consented.

• No. See Q30 for more details.

Q32 If consent was obtained, were the consenting individuals provided with a mechanism to
revoke their consent in the future or for certain uses?If so, please provide a description,
as well as a link or other access point to the mechanism (if appropriate).

• Users can contact the research team of the OmniCorpus for image(s) removal. Besides,
users can contact us to remove any document in our proposed OmniCorpus.

Q33 Has an analysis of the potential impact of the dataset and its use on data subjects (e.g.,
a data protection impact analysis) been conducted?If so, please provide a description
of this analysis, including the outcomes, as well as a link or other access point to any
supporting documentation.
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• No.

Q34 Any other comments?

• No.

A.1.4 PREPROCESSING, CLEANING , AND /OR LABELING

Q35 Was any preprocessing/cleaning/labeling of the data done (e.g., discretization or bucket-
ing, tokenization, part-of-speech tagging, SIFT feature extraction, removal of instances,
processing of missing values)?If so, please provide a description. If not, you may skip the
remainder of the questions in this section.

• Yes. The preprocessing involves several steps: main body extraction using an improved
version of Tra�latura (Barbaresi, 2021), preliminary text �ltering employing strategies
from Gopher (Rae et al., 2021) and C4 (Raffel et al., 2020), document deduplication
using minihash values, image downloading and �ltering according to MMC4 (Zhu
et al., 2024) guidelines and LAION-5B (Schuhmann et al., 2022), detailed text �ltering
based on BERT (Devlin et al., 2018) models, and human-feedback �ltering to enhance
data quality.

Q36 Was the “raw” data saved in addition to the preprocessed/cleaned/labeled data (e.g., to
support unanticipated future uses)?If so, please provide a link or other access point to
the “raw” data.

• No.

Q37 Is the software used to preprocess/clean/label the instances available?If so, please
provide a link or other access point.

• Yes, all code has been open-sourced in our GitHub repository. See Section A.2 for
more details.

Q38 Any other comments?

• No.

A.1.5 USES

Q39 Has the dataset been used for any tasks already?If so, please provide a description.

• Yes, the OmniCorpus dataset has been used for training multimodal large language
models (MLLMs), speci�cally demonstrating its effectiveness in vision-language tasks
such as image captioning and visual question answering.

Q40 Is there a repository that links to any or all papers or systems that use the dataset?If
so, please provide a link or other access point.

• No.

Q41 What (other) tasks could the dataset be used for?

• Long text-image retrieval: We provide image-text similarities calculated with CLIP,
which can convert documents into an image-text retrieval dataset with longer text. A
retrieval model pre-trained on such data can retrieve images based on longer text or
textual documents, which can be used for multimodal retrieval-augmented generation,
converting purely textual documents into multimodal documents, etc.

• Source for further dataset research: Our dataset is large-scale and can serve as a source
for research on data curation strategies. We provide many useful attributes as metadata
for each document, which can enrich the �ltering strategy and reduce costs.

Q42 Is there anything about the composition of the dataset or the way it was collected
and preprocessed/cleaned/labeled that might impact future uses?For example, is there
anything that a future user might need to know to avoid uses that could result in unfair
treatment of individuals or groups (e.g., stereotyping, quality of service issues) or other
undesirable harms (e.g., �nancial harms, legal risks) If so, please provide a description. Is
there anything a future user could do to mitigate these undesirable harms?
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• Yes, the dataset includes data from diverse sources including non-English websites
and video platforms, which enhances its diversity. However, the dataset also includes
data from the internet which may contain biases or low-quality content. Measures have
been taken to �lter out low-quality and irrelevant content through human-feedback text
�lters.

Q43 Are there tasks for which the dataset should not be used?If so, please provide a
description.

• As with all common practices for web-crawled image-text interleaved datasets, the
OmniCorpus should not be used in any project that involves sensitive content or harmful
outcomes. This includes but is not limited to applications in political manipulation,
hate speech generation, misinformation propagation, or any tasks that may perpetuate
harmful stereotypes or biases.

Q44 Any other comments?

• The legal statements and terms of use related to OmniCorpus are in Section E.

A.1.6 DISTRIBUTION

Q45 Will the dataset be distributed to third parties outside of the entity (e.g., company,
institution, organization) on behalf of which the dataset was created?If so, please
provide a description.

• Yes, the dataset has be open-sourced on HuggingFace platform and OpenDataLab
platform. See Section A.2 for more details.

Q46 How will the dataset be distributed (e.g., tarball on website, API, GitHub)?Does the
dataset have a digital object identi�er (DOI)?

• See Q45 for more details.

Q47 When will the dataset be distributed?

• The dataset has been distributed.

Q48 Will the dataset be distributed under a copyright or other intellectual property (IP)
license, and/or under applicable terms of use (ToU)?If so, please describe this license
and/or ToU, and provide a link or other access point to, or otherwise reproduce, any relevant
licensing terms or ToU, as well as any fees associated with these restrictions.

• We detail the license, legal statements, and terms of use in Section E.

Q49 Have any third parties imposed IP-based or other restrictions on the data associated
with the instances?If so, please describe these restrictions, and provide a link or other
access point to, or otherwise reproduce, any relevant licensing terms, as well as any fees
associated with these restrictions.

• OmniCorpus owns the metadata and release as CC BY 4.0 license.
• We do not own the copyright of the images.

Q50 Do any export controls or other regulatory restrictions apply to the dataset or to
individual instances?If so, please describe these restrictions, and provide a link or other
access point to, or otherwise reproduce, any supporting documentation.

• No.

Q51 Any other comments?

• No.

A.1.7 MAINTENANCE

Q52 Who will be supporting/hosting/maintaining the dataset?

• OpenGVLab of Shanghai AI Laboratory will maintain the dataset.

Q53 How can the owner/curator/manager of the dataset be contacted (e.g., email address)?
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• We recommend to contact us on the GitHub Issues1.

Q54 Is there an erratum? If so, please provide a link or other access point.

• No.

Q55 Will the dataset be updated (e.g., to correct labeling errors, add new instances, delete in-
stances)?If so, please describe how often, by whom, and how updates will be communicated
to users (e.g., mailing list, GitHub)?

• No. However, speci�c samples can be removed on request.

Q56 If the dataset relates to people, are there applicable limits on the retention of the data
associated with the instances (e.g., were individuals in question told that their data
would be retained for a �xed period of time and then deleted)?If so, please describe
these limits and explain how they will be enforced.

• People may contact us to add speci�c samples to a blacklist.

Q57 Will older versions of the dataset continue to be supported/hosted/maintained?If so,
please describe how. If not, please describe how its obsolescence will be communicated to
users.

• We will only support and maintain the latest version at all times, and a new version
release of OmniCorpus will automatically deprecate its previous version.

Q58 If others want to extend/augment/build on/contribute to the dataset, is there a mech-
anism for them to do so? If so, please provide a description. Will these contributions
be validated/veri�ed? If so, please describe how. If not, why not? Is there a process for
communicating/distributing these contributions to other users? If so, please provide a
description.

• We welcome any contributions to OmniCorpus, and we will announce updates regarding
dataset extensions on GitHub. However, contributors must demonstrate the quality and
harmlessness of the extended data annotations; otherwise, we will not accept these
extensions.

Q59 Any other comments?

• No.

A.2 RELEASE AND MAINTAINING

We follow established practices of dataset research (e.g., LAION (Schuhmann et al., 2022), Data-
Comp (Gadre et al., 2023), MMC4 (Zhu et al., 2024), and OBELICS (Laurençon et al., 2024a)) to
release our work. The navigation for all public resources of this project is available in the GitHub
repository2.

We have uploaded all processed documents to public data hosting platforms. Speci�cally, The
OmniCorpus-CC3 and the OmniCorpus-YT4 are hosted on the HuggingFace platform. The
OmniCorpus-CW5 is hosted on the OpenDataLab platform. To reduce the cost of further pro-
cessing for users, the meta-annotations (introduced in Section 3.4) contain many useful attributes,
including document attributes (�uency, non-advertisement, pornography, politics, and toxicity proba-
bilities), image attributes (aesthetic and punsafe probabilities, width and height, aspect ratio, �le size,
and repetition rates), and image-text similarities.

We also upload higher-quality subsets curated with the attributes, such as OmniCorpus-CC-210M6

which is �ltered from OmniCorpus-CC.

In additional to releasing data, we also consider uphold the transparency in data collection and the
reproducibility of model results. The code for interleaved image-text pre-training with OmniCorpus,

1https://github.com/OpenGVLab/OmniCorpus/issues
2https://github.com/OpenGVLab/OmniCorpus
3https://huggingface.co/datasets/OpenGVLab/OmniCorpus-CC
4https://huggingface.co/datasets/OpenGVLab/OmniCorpus-YT
5https://openxlab.org.cn/datasets/Li-Qingyun/OmniCorpus-CW
6https://huggingface.co/datasets/OpenGVLab/OmniCorpus-CC-210M
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along with scripts for few-shot evaluation, is provided in the GitHub repository. The developed
human-feedback �ltering functions and enhanced mainbody extraction tools are also available.

We are open to further re�ning our approach based on community feedback to maintain high ethical
standards in the creation and distribution of OmniCorpus. We hope that OmniCorpus will be a
valuable open resource for multimodal machine learning research.

A.3 ETHICAL DISCUSSION

During the collection and release of the OmniCorpus dataset, we place great importance on ethical
considerations. In addition to following the established corpora (e.g., MMC4 (Zhu et al., 2024) and
OBELICS (Laurençon et al., 2024a)), we make additional efforts to uphold high ethical standards.
We are open to further re�ning our approach while maintaining open-source resources based on
community feedback.

We make substantial efforts to respect privacy by removing infringing content, including personal
identi�ers, phone numbers, bank accounts, emails, social media accounts, and content where opt-out
signals are present. As all corpora sourced from the web (e.g., LAION (Schuhmann et al., 2022)
and OBELICS (Laurençon et al., 2024a)), it is impractical to obtain explicit consent from all content
creators. The approach, while not exhaustive, re�ects a commitment to respecting individual privacy
and consent as much as possible.

To mitigate the inclusion of undesirable content, a rigorous �ltering process was implemented. We
�lter out pornographic, fabricated, biases and gambling content as well as other potentially harmful
material. We also exclude unreliable website domains that are more likely to contain inappropriate
content. (For example, we exclude all content from disneylies.com, which claims that "All information
on this site is false.".) Despite these efforts, the nature of web-crawled data means some inappropriate
content might still be present. Continuous monitoring and updating of the �ltering mechanisms are
necessary to improve the dataset's quality and safety.

By addressing these ethical considerations, the OmniCorpus project strives to adhere to high standards
for responsible data handling and usage in the realm of multimodal machine learning research.

B SUPPLEMENTARY EXPERIMENT DETAILS

B.1 EVALUATION DETAILS

We evaluate the pre-trained models on four VQA benchmarks (including OKVQA (Marino et al.,
2019), TextVQA (Singh et al., 2019), VQAv2 (Goyal et al., 2017), and VizWiz (Gurari et al., 2018))
and two image captioning benchmarks (including COCO Caption (Chen et al., 2015) and Flickr30K
Caption (Young et al., 2014)). Since the baseline models in ablation experiments are based on
LLaVA-1.5 (Liu et al., 2023d), we support RICES-based few-shot prompting (Yang et al., 2022)
for the open-source evaluation tools of LLaVA-1.5, which do not post-process the response and
use OCR tokens for TextVQA. When comparing with state-of-the-art MLLMs pre-trained with
image-text interleaved data (in Table 5), we adapt our model to the open-source evaluation tools of
OpenFlamingo (Awadalla et al., 2023), which sample few-shot examples randomly. For both settings,
we provide few-shot examples in the chatting history of multi-round conversations. The formats of
few-shot prompting for VQA and image captioning are provided in Table 6.

B.2 TRAINING DETAILS

We build the baseline models based on the LLaVA-1.5 (Liu et al., 2023d). The models in ablation
studies employ CLIP-ViT-L-336px (Radford et al., 2021) and Vicuna-1.5-7B (Zheng et al., 2024)
as the vision encoder and the LLM, respectively. For the �nal model in Table 5, we replace them
with InternViT-300M-448px (Chen et al., 2023b) and InternLM2-7B (Team, 2023). Additionally, we
employ a two-layer MLP pre-aligned with captioning data as introduced in LLaVA-1.5. During the
pre-training, we freeze the vision encoder and update the parameters of the MLP projector and the
LLM. We train the models with 1 million image-text interleaved documents on 16 80GB A100 GPUs
for about one day.
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Table 6:The formats of few-shot prompting for VQA and image captioning.The demonstrated
template is from Vicuna Chiang et al. (2023). Only one-shot situations are illustrated here; in
practice, the number of turns varies based on the number of shots.X system-message indicates the
system message. The restV , X , andY represent the tokens for the image, prompt, and response for
an example or a test sample, respectively.<STOP>represents stop indicators. The green tokens are
the expected responses.

VQA Prompt:
X system-message <STOP>
Human: V 1

shot X 1
shot Answer the question using a single word or phrase.

<STOP>
Assistant : Y 1

shot <STOP>
� � �
Human: V test X test Answer the question using a single word or phrase.
<STOP>
Assistant : Y response <STOP>

Image Captioning Prompt:
X system-message <STOP>
Human: V 1

shot Provide a one-sentence caption for the provided image.
<STOP>
Assistant : Y 1

shot <STOP>
� � �
Human: V test Provide a one-sentence caption for the provided image.
<STOP>
Assistant : Y response <STOP>

Table 7:Results on 12 general visual-language benchmarks. Benchmark names are abbreviated
due to space limits. VQA-v2 (Goyal et al., 2017); GQA (Hudson & Manning, 2019); VizWiz (Gurari
et al., 2018); SQAI : ScienceQA-IMG (Lu et al., 2022a); VQAT: TextVQA (Singh et al., 2019);
POPE (Li et al., 2023d); MME (Fu et al., 2023); MMB: MMBench (Liu et al., 2023f); MMBCN:
MMBench-Chinese (Liu et al., 2023f); SEED: SEED-Bench (Li et al., 2023a); LLaVAW: LLaVA-
Bench (In-the-Wild) (Liu et al., 2023e); MM-Vet (Yu et al., 2023b).� The training images of the
datasets are observed during training. The best performances are markedbold.

Model VQAv2 GQA VizWiz SQAI VQAT POPE MME MMB MMBCN SEED LLaVAW MM-Vet

BLIP-2 41.0 41.0 19.6 61.0 42.5 85.3 1293.8 � � 46.4 38.1 22.4
InstructBLIP-7B � 49.2 34.5 60.5 50.1 � � 36.0 23.7 53.4 60.9 26.2
InstructBLIP-13B � 49.5 33.4 63.1 50.7 78.9 1212.8 � � - 58.2 25.6
Shikra 77.4* � � � � � � 58.8 � - � �
IDEFICS-9B 50.9 38.4 35.5 � 25.9 � � 48.2 25.2 - � �
IDEFICS-80B 60.0 45.2 36.0 � 30.9 � � 54.5 38.1 - � �
Qwen-VL 78.8* 59.3* 35.2 67.1 63.8 � � 38.2 7.4 56.3 � �
Qwen-VL-Chat 78.2* 57.5* 38.9 68.2 61.5 � 1487.5 60.6 56.7 58.2 � �
LLaVA-1.5-7B 78.5* 62.0* 50.0 66.8 58.2 85.9 1510.7 64.3 58.3 58.6 63.4 30.5
InternVL-Chat 79.3* 62.9* 52.5 66.2 57.0 86.4 1525.1 64.6 57.6 60.6 65.9 30.9
VILA-7B 79.9* 62.3* 57.8 68.2 64.4 85.5 1533.0 68.9 61.7 61.1 69.7 34.9
LLaVA-NeXT-7B 81.8* 64.2* 57.6 70.1 64.9 86.5 1519.0 67.4 � � 81.6 43.9
Ours-7B 81.2* 61.7* 57.0 91.8* 65.2 85.4 1602.3 76.5 75.4 65.6 72.1 41.3

B.3 SFT EXPERIMENT

To further validate the effectiveness of our image-text interleaved pre-training, we followed the
approach of LLaVA-1.5 (Liu et al., 2023d), MM1 (McKinzie et al., 2024), and InternVL-1.5 (Chen
et al., 2024c) to collect approximately 3.3M SFT examples from a diverse set of datasets, as shown in
Table 8. These datasets are formatted into the instruction-following format, the same as LLaVA-1.5.
During SFT, we train the entire model, including the vision encoder, MLP projector, and LLM. We
compare our model with state-of-the-art MLLMs, as presented in Table 7. The results demonstrate
that our image-text interleaved pre-training signi�cantly enhances the model's performance.
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Table 8:Summary of datasets used in the SFT experiment.To further validate the effectiveness of
our image-text interleaved pre-training, we followed the approach of LLaVA-1.5 (Liu et al., 2023d),
MM1 (McKinzie et al., 2024), and InternVL-1.5 (Chen et al., 2024c) to collect approximately 3.3M
SFT examples from a diverse set of datasets.

Task Dataset

Captioning TextCaps (Sidorov et al., 2020), ShareGPT4V (Chen et al., 2023a)
General VQA VQAv2 (Goyal et al., 2017), GQA (Hudson & Manning, 2019), OKVQA (Marino et al., 2019), VSR (Liu et al., 2023a),

KVQA (Shah et al., 2019), A-OKVQA (Schwenk et al., 2022), ViQuAE (Lerner et al., 2022)
Science AI2D (Kembhavi et al., 2016), ScienceQA (Lu et al., 2022a), TQA (Kembhavi et al., 2017)
Chart ChartQA (Masry et al., 2022), MMC-Inst (Liu et al., 2023c), DVQA (Ka�e et al., 2018), PlotQA (Methani et al., 2020),

LRV-Instruction (Liu et al., 2023b)
Mathematics GeoQA+ (Cao & Xiao, 2022), TabMWP (Lu et al., 2022b), MathQA (Yu et al., 2023a), CLEVR-Math/Super (Lindström

& Abraham, 2022; Li et al., 2023e), Geometry3K (Lu et al., 2021)
OCR OCRVQA (Mishra et al., 2019), InfoVQA (Mathew et al., 2022), TextVQA (Singh et al., 2019), ArT (Chng et al.,

2019), COCO-Text (Veit et al., 2016), CTW (Yuan et al., 2019), LSVT (Sun et al., 2019), RCTW-17 (Shi et al., 2017),
ReCTs (Zhang et al., 2019), SynthDoG (Kim et al., 2022), LLaVAR (Zhang et al., 2023), DocVQA (Clark & Gardner,
2018)

Grounding RefCOCO/+/g (Yu et al., 2016; Mao et al., 2016), Visual Genome (Krishna et al., 2017)
Conversation LLaVA-150K (Liu et al., 2023e), LVIS-Instruct4V (Wang et al., 2023a), ALLaVA (Chen et al., 2024a), Laion-

GPT4V (LAION, 2023), TextOCR-GPT4V (Jimmycarter, 2023), SVIT (Zhao et al., 2023)
Text-only OpenHermes2.5 (Teknium, 2023), Alpaca-GPT4 (Taori et al., 2023), ShareGPT (Zheng et al., 2024)

B.4 SUBSET CURATION

We further �lter higher-quality documents from OmniCorpus-CC. We curate the subsets with
the attributes in the meta-annotation introduced in Section 3.4, including: (1) The �uency, non-
advertisement, pornography, politics, and toxicity probability of documents. (2) The aesthetic and
punsafe probabilities, width and height, aspect ratio, �le size, and repetition rates (Collision fre-
quencies of phash and dhash across the entire corpus) of images. (3) The number of images and
paragraphs in the document.

We adjust the thresholds to control quality and quantity, obtaining the six subsets of different scales.
To compare the average qualities of the subsets, we sampled 1 million documents from each subset to
train models. As is shown in Table 3, from "988M" to "200M", as the threshold becomes stricter, the
model bene�ts from better data quality. However, when document number decreases further, the data
diversity is compromised, leading to a decline in model performance.

B.5 ANALYSIS ON POSITION STRATEGIES

We choose Open-Flamingo as the cross-attention baseline. The Flamingo designs a masking approach
to limit the number of visual tokens that a certain text token sees, i.e., 'At a given text token, the
model only cross-attends to the visual tokens corresponding to the last preceding image/video.' (Refer
to Appendix A.1.3 and Figure 7 of the Flamingo paper.)

The retrieval-based method ensures maximum similarity between the image and its adjacent text
paragraphs, which intuitively makes it more suitable for training cross-attention-based MLLMs
using the masking approach. In the LLaVA-like methods, where all images are attended to equally,
the retrieval-based method disrupts the original layout of the multimodal document, leading to
misunderstandings and a decline in performance.

C DETAILS OF THE DATA ENGINE

C.1 ADVANTAGES OF OUR PIPELINE SEQUENCE

In this section, we aim to demonstrate that our pipeline sequence is the fastest. We assume we have
10,000 CPU resources, 3 Gbps bandwidth, and 1,000 GPU resources, and we observe that there are,
on average, 2.97 images in a document. It is evident that we must perform main body extraction �rst
and preliminary text �ltering before detailed text �ltering. So we de�ne stepÀ: Preliminary Text
Filtering, stepÁ: Document Deduplication with Text, stepÂ: Image Downloading & Filtering, step
Ã: Detailed Text Filtering. The detailed settings can be seen in Table 9. Since the main resource
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cost in stepÂ is bandwidth, it can be performed in parallel with other steps. Considering 1 billion
documents, Table 10 shows the processing time for all scenarios, where the processes in parentheses
indicate that they can be performed in parallel.

It can be observed from Table 10 that the orderÀÁÃÂ is the most ef�cient. Since we aim to preserve
more diverse documents, we choose to performÀÁ (ÂÃ ), retaining all documents afterÀ andÁ
along with their �ltering resultsÂ andÃ.

Figure 7: Trigger ratio of documents over
years. If a document is modi�ed or �ltered dur-
ing our detailed text �ltering, it will be included
in the statistics.

Table 9: Detailed settings of each step.The
processing speed and �ltering ratio are calculated
as averages in the real data pipeline.

Step #Doc/Second Filtering ratio

À 1090k 0.80
Á 388k 0.90
Â 3k 0.40
Ã 100k 0.67

Table 10:Time to process 1B documents of dif-
ferent orders. The processes in parentheses in-
dicate that they can be performed in parallel. We
�nd that ÀÁÃÂ is the optimal order, as chang-
ing any two steps would reduce the processing
speed.

Order Time (hours)

ÀÁÃÂ 2.31
ÀÁ (ÂÃ ) 5.95
À(ÂÁ )Ã 56.14
(ÂÀ )ÁÃ 278.37
ÁÀÃÂ 2.65
ÁÀ (ÂÃ ) 6.30
Á(ÂÀ )Ã 28.66
(ÂÁ ) ÀÃ 278.26
ÀÃÁÂ 2.71
ÀÃ (ÂÁ ) 19.33
À(ÂÃ )Á 55.90
(ÂÀ )ÃÁ 279.59

C.2 DETAILS OF THE HUMAN -FEEDBACK FILTERING

Algorithm 1 Human Feedback Algorithm

Require: DocumentsD 0 = f d0
1; d0

2; :::; d0
N g

Ensure: Filtering functionsF = f f 1; f 2; :::; f M g
1: F  fg
2: for i = 1 to step do
3: Randomly samplen documentsD̂ i � 1 = f di � 1

1 ; di � 1
2 ; :::; di � 1

n g from D i � 1

4: Discoveringm problems by human feedbackP i = f pi
1; pi

2; :::; pi
m g

5: Generatem �ltering functions F i = f f i
1; f i

2; :::; f i
m g according toP i

6: F  F + F i

7: generateD i = f di
1; di

2:::; di
N g, where

8: for eachdi 2 D i do
9: for eachf 2 F i do

10: di  f (di � 1)
11: end for
12: end for
13: end for

The overall algorithm for our human-feedback �ltering is shown in Algorithm 1. We iteratively
update the �ltering function set several times based on human feedback to generate high-quality
documents, such as those without un�nished paragraphs or social media information. The detailed
functions and their corresponding false positive rates can be seen in Table 11. We sampled 1,000
documents to calculate the false positive rate. Many of these �ltering functions have a false positive
rate of zero, demonstrating the effectiveness of our designed �lters. The trigger ratio of documents
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for each year can be seen in Figure 7. We observe that our �ltering functions work effectively across
most documents, highlighting the necessity of our �lters. Furthermore, we notice that the quality of
documents in recent years is slightly better compared to older ones, resulting in a lower trigger ratio.

C.3 DETAILS OF THE PRELIMINARY TEXT FILTERING

After extracting the original content from the website, we apply methods similar to C4 (Zhu et al.,
2024) and Gopher (Rae et al., 2021) to eliminate extremely low-quality documents. Table 12 outlines
the functions utilized during this stage.

Table 11:Filtering rules. The '-' indicates that the �ltering function removed documents with hard
indicators, rendering the false positive rate meaningless.

Filter Function False Positive Rate

English Filtering Rules
Remove abnormal newlines in text 0.0%
Split long underscores into paragraphs 0.0%
Remove elements related to videos 0.0%
Remove paragraphs with high number ratio 0.0%
Remove keywords related to social media 0.0%
Remove paragraphs with only one word 0.0%
Remove very short paragraphs with keywords 5.8%
Remove obviously aberrant list items 0.0%
Remove citation and related content 6.0%
Remove paragraphs ending with "readmore" 0.0%
Remove incomplete sentences at ends 16.7%
Remove video-related content 0.0%
Remove URLs from text 0.0%
Remove irrelevant image captions 5.8%
Remove speci�c ads from domain 0.0%
Mark articles with short paragraphs 2.7%
Mark articles with lists and tables 0.0%
Remove social media content 2.1%
Remove overly short paragraphs 8.3%
Remove paragraphs with many uppercase letters 0.0%
Remove paragraphs with pornographic content 0.0%
Remove footer content -
Remove "like" and "follow" buttons -
Remove short paragraphs -
Remove paragraphs with word count issues -
Remove documents with many non-letter words -
Remove documents with few stop words -
Remove documents with much pornographic content -
Remove documents with bad paragraph length -
Chinese Filtering Rules
Remove duplicate lines and images 4.0%
Remove source info like author, photographer 10.0%
Remove sentences indicating newspaper �ip 0.0%
Remove lines matching keywords 0.0%
Remove strange suf�xes 0.0%
Mark articles with empty images 0.0%
Remove URLs from documents 0.1%
Remove documents with low text-image ratio 0.0%
Remove articles from cnnews-cepaper 0.0%
Remove keywords related to videos 0.0%
Fix empty titles from Baidu Baike 0.0%
Fix list format errors from Baidu Baike 0.0%
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Remove recommendations and thanks to readers 0.1%
Remove disclaimers and copyright statements 0.1%
Remove content suspected of fraud 0.1%

Table 12: Filtering functions and thresholds for preliminary text �ltering.

Filter Function

English Filtering Rules
- Most characters of a document should be letters.
- The letters-to-numbers ratio should exceed 0.46.
- If the document contains more than 500 words, the most frequent word should not exceed 7.5%.
- If the document contains 500 words or fewer, the most frequent word should not exceed 30%.
- The document's word count should fall within the range [50, 100,000].
- At least 80% of the words should contain at least one letter.
- The article should contain at least two stop words.
- The average word length should be between 3 and 10.
- Line number should be more than 3, and the third longest line should have at least 200 characters.
- The article should not contain "lorem ipsum".
- Find sentences that end with punctuation marks, extract the �rst and last lines, and remove the lines
that are not within this range.
- Delete the lines containing phrases like "terms of use," "privacy policy,".
- Delete the lines with more than 1000 words.
Chinese Filtering Rules
- The document's word count should fall within the range [50, 100,000].
- The character count must be greater than 150, with at least 30 Chinese characters, and the proportion
of Chinese characters in the article should be no less than 60%.
- The article should contain at least two stop words.
- The article should have more than 3 lines, and the third longest line should have a length of at least
200 characters.
- Find sentences that end with punctuation marks, extract the �rst and last lines, and remove the lines
that are not within this range.
- Delete the lines with more than 1000 words

C.4 DATA QUALITY ASSURANCE

A widely accepted view in the machine learning community is that data quality is more important than
data quantity. As the OmniCorpus is the largest image-text interleaved dataset to date, we emphasize
that the enormous data quantity primarily stems from the expansion of data sources and does not
come with any compromise on data quality. The OmniCorpus-CC documents are processed from
more available dumps in Common Crawl from 2013 to Nov./Dec. 2023 (while OBELICS (Laurençon
et al., 2024a) process from Feb. 2020 to Jan./Feb. 2023). The OmniCorpus-CW is collected from
major Chinese internet resources. The video sources of OmniCorpus-YT comprise YT-Temporal-
1B (Zellers et al., 2022), HD-VILA-100M (Xue et al., 2022), HowTo100M (Miech et al., 2019), and
InternVid (Wang et al., 2023c).

Besides, we strive to improve data quality by using a more strict �ltering process than previous
large-scale multimodal corpora. We emphasize that the human feed-back �ltering is currently the
most effective method for improving data quality signi�cantly. The rules were iteratively re�ned to
ensure that most unexpected content is �ltered while the false positive rate are minimized. Hence,
The data quality is ensured through substantial manual processing.

There are many decisions in the data engine that might affect the overall effectiveness of the dataset.
Conducting exhaustive ablation studies on each threshold decision is highly resource-intensive, as
adjusting the threshold for a single step requires re-running all subsequent steps and re-training the
model. In this work, most of the thresholds were determined by manually reviewing documents
within different value ranges. The thresholds were desired to remove most (>95%) low-quality
documents while keeping the false positive rate low (<10%).
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We have made substantial efforts to improve data quality while expanding the dataset. Validation
metrics (see Section 4) and pre-training experiment results (see Section 5.3) also demonstrate the
superior data quality. Due to its greater diversity, we encourage research on data curation that
leverages our dataset as a resource to further improve quality.

D SUPPLEMENTARY DATA ANALYSIS

D.1 DEMONSTRATIVE EXAMPLES OF OMNI CORPUS

We select two examples from OmniCorpus-CC as well as OmniCorpus-CW and one example from
OmniCorpus-YT, as presented in Table 13, Table 14, and Table 15, respectively.

Table 13: Two demonstrative documents selected from OmniCorpus-CC.

Example 1:
Mother's Day is fast approaching. What better way to say 'i love you' to your Mum this year, by
creating her this unique necklace, tailoring the fabrics, colours and beads all to your Mum's personal
tastes.
Cut out your desired collar shape from a sturdy felt.
Choose a collection of clear acrylic stones in a selection of shapes. Cover them with a thin chiffon
material, so you can still see the facets of the gems. Gather the fabric at the back of the gem and tack
it together.
Sew the fabric covered stones onto your felt collar. Position them so that they sit slightly higher than
the top edge of the collar to hide the felt.
Line up a string of multi-coloured beads made from precious stones along the bottom edge of the
collar. Tack the string to the collar every 3 beads.
Fill in the gaps between the gems and beads with sew-on genuine crystal diamante stones in clasps.

Measure a strip of black grosgrain ribbon to the length you wish your necklace to be. Cut it in half
and stitch one end of each strip to the back of each tip to create the 'chain'.
Slot a ribbon end clasp onto the tip of each ribbon and close in place with a pair of jewellery pliers.
Finish off with a screw clasp.

Example 2:
When my craft room came into being, at the end of February (actually it's still not missing the pink
glass splashback..) I wanted the �rst thing I did to be something a bit special...
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I found this clock on a clearance shelf, and whilst it was a bit in your face lime green, I liked the
shape. I bought it, and put it to one side. Then I got inspiration...

After a little bit of work, it now looks like this...

...and painted them up in decoart americana paint, roughly.

Putting it all together, the clock was sealed with claudine hellmuth multi medium, matte, which I also
used as a 'glue' to cover the clock in the stamped tissue. I gave it another all over coat of the matte
medium to seal it completely. There's also a smidge (or should I say smudges) of the grungold inka
gold - it's so yummy! And now I have a really smart clock on my shelf!

Table 14: One demonstrative document was selected from OmniCorpus-YT.

Example:
Merry Christmas guys or happy Christmas. If you live in the UK, the marbles and I are going to show
you what we got for Christmas.
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We have seven new rainbow marbles and the 2009 Bobbitt carabiner or carabiner. However it's
pronounced yes this is new as you can see, and it was really cheap it was like twelve dollars yes.
Anton told me on the note I wrote to him telling him what I want for Christmas and this works perfect.

Anyways, moving on to the marbles. We have seven new rainbows.

We have enchanted forest which is a clear green marble with white swirls.

We have parrot which is a yellow marble with red blue and white swirls.

We have white tiger which is an IRA dies Dwight marble with blue and black swirls.

Next up, we have sunrise which is an IRA diced clear marble with a red and blue cat eye. It actually
does look like a sunrise.

And if you guys look there is a beautiful sunrise outside of my house and here's sunrise right here
does that not look like a sunrise. And yes, I still have my air conditioner ready anyways.
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