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ABSTRACT

Multimodal large language models (MLLMs) offer a powerful mechanism for
interpreting visual information. However, they often suffer from hallucinations,
which impede the real-world usage of these models. Existing methods attempt
to alleviate this issue by designing special decoding strategies that penalize the
summary tokens. However, these methods lack analysis of the relationship be-
tween hallucination and the summarization mechanism of LLMs. Interestingly,
we find that penalizing summary tokens is not necessary: merely intervening in
the query-key parameters variance, without costing extra inference time, still al-
leviates hallucinations. Specifically, we explore the causes of hallucinations by
analyzing localized self-attention patterns called “anchor” tokens and define the
attention localization degree of the model as token propagation probabilities. Our
analysis reveals that over-propagation of anchor tokens occurs when the distribu-
tion of eigenvalues of the query and key matrices has a non-zero mean and a polar-
ized variance, leading to excessive dependence on anchor tokens while neglecting
vision information and describing the image content with hallucination. Based on
the observation, we propose a versatile plug-and-play decoding strategy, Dynamic
Token Propagation Mechanism (TAME), to alleviate excessive propagation by
dynamically intervening in the eigenspectrum variance of the attention weight,
thereby alleviating hallucinations without relying on complex decoding strategies.
Extensive experiments reveal a correlation between the eigenspectrum and hallu-
cinations across various MLLMs and show that TAME reduces the percentage of
hallucinated objects. Code released at https://github.com/Everlyn-Labs/ANTRP.

1 INTRODUCTION

Recent advancements in multi-modal large language models (MLLMs) (Xue et al., [2025; [Zhang
et al.| [2023a; |Liu et al., |2024d; |Bai et al.| [2023} Dai et al.| [2023a; [Liu et al., [2024cfb; |Dong et al.,
2024) have propelled general-purpose foundation models to unprecedented capabilities. These ad-
vancements have equipped MLLMs with the ability to process images as inputs, enabling highly
dynamic and contextually rich interactions. The advanced functionality of MLLMs allows them
to be adept at a variety of vision-related tasks(Black et al., [2023} [Zhang et al.| 2023b; [Li et al.,
2024a)), while seamlessly handling more complex tasks such as content comprehension (Lai et al.,
2024)) and generation (Geng et al., [2024). Despite their remarkable versatility, MLLMs often suffer
from hallucinations. Specifically, these models tend to generate fabricated or incorrect outputs in re-
sponse to user-provided images and prompts, often producing irrelevant or nonsensical information,
or misidentifying objects in terms of colors, quantities, or locations that do not exist in the image.

Various approaches (Wang et al., [2024a; Yin et al., [2023; Zhou et al.| 2023)) have been proposed to
mitigate hallucinations in MLLMs. These methods often incur substantial additional costs, including
the annotation budget for extra instruction data for training (Liu et al.l 2023a)), or the integration of
external knowledge or models. Conversely, other approaches focus on decoding strategy optimiza-
tion to penalize the knowledge aggregation patterns, avoiding training but doubling or even tripling
inference time. OPERA (Huang et al.l [2024) introduces a penalty-based re-decoding approach to
alleviate the over-trust summary token issue. Contrastive Decoding (CD) strategies adjust logits for
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(a) Token Propagation Pattern (b) The Attention Maps Across Different Layers During the Decoding Process of LLaVA1.5-7B.

Figure 1: (a): Illustration of the token propagation pattern in the Self-attention Query-Key Matrix,
where anchor tokens (highlighted in orange boxes) aggregate and distribute knowledge. (b): The
attention maps across layers during the decoding process of LLaVA1.5-7B show that in initial lay-
ers, attention is evenly distributed. However, in deeper layers, attention aggregates mainly towards
system, instruction, and generated tokens, while attention to image tokens becomes sparse. Detailed
attention allocation is provided in Appendix [A] These findings indicate that anchor tokens, poten-
tially caused by the QK-parameters, attract most of the attention and contribute to hallucinations.

next-token prediction using contrastive techniques. Vision CD applies Gaussian noise (Leng et al.,
2024) or ablates visual inputs (Favero et al.l 2024)) to amplify language priors, while Instruction
CD (Wang et al., |2024b; Jiang et al., [2024) introduces noise by adding random words, contradictory
commands, or truncated instructions. Despite their effectiveness, these methods incur computational
burdens and impede the deployment of MLLMs on personal devices. Furthermore, the relationship
between hallucination and the inherent summarization mechanism of LLMs remains unexplored.

Recent studies (Wang et al.| [2023} [Pang et al., [2024)) have shown that token information flow ag-
gregates to a few “anchor tokens”, from which the model extracts information to make predictions,
facilitating tokens interaction patterns and in-context learning, as illustrated in Figure [I] (a). How-
ever, (Huang et all [2024; Wu et al., 2024) empirically found that hallucinations stem from an
over-reliance on partial anchor tokens. Specifically, the limited anchor tokens cannot retain the rich
visual information provided by the entire context. During the transmission of information between
anchor tokens, the visual information becomes attenuated as the length of the generated text in-
creases. Their findings suggest that subsequent tokens neglect the initial visual input leading to
hallucinations caused by the model bias. Up until now, discussions about anchor tokens have been
conducted independently, each with slightly different interpretations. As a result, our understanding
of the blessing and curse of anchor tokens remains elusive.

To delve deeper into this phenomenon, we analyze the attention maps of the first, middle, and final
layers during the decoding process of a model response as illustrated in Figure[I|(b). As attention can
be regarded as a token mixer, in the shallow layers, attention scores are more uniformly distributed
across different tokens. Whereas in the deeper layers, system prompts display vertical strong lines
that take up most of the attention scores (which we call localized attention). Our statistical analysis
reveals a highly imbalanced attention distribution: in the deep layers, attention is focused on these
anchor tokens, leading to significantly reduced attention on the image tokens themselves. This
results in the model generating content inconsistent with the actual facts in images. Based on these
observations, we propose the following two key research questions: (Q1) When are tokens localized
or uniform? (Q2) How does anchor tokens affect the generation of hallucinations?

In this paper, we characterize self-attention token patterns through the attention weight matrix to
investigate the root causes of hallucinations. First, we define the concept of anchor tokens through
token propagation probability (Section [2)), which describes the likelihood of a specific input token
propagating its information to other tokens within the information flow of LLM. Our rigorous statis-
tical analysis reveals that hallucinatory captions tend to exhibit higher token propagation probabili-
ties. Then, we demonstrate that the propagation pattern of anchor tokens can be characterized by the
eigenspectrum of the attention weight matrix (Section[3]and [) by (Bao et al.,[2024). Specifically,
proper-propagation of anchor tokens enhances expressivity when the query-key eigenspectrum has
a non-zero mean and a small variance. However, over-propagation triggers hallucinations when the
variance becomes polarized. To alleviate this issue, we propose a versatile plug-and-play decoding
strategy, Dynamic Token Propagation Mechanism (TAME), which reduces the over-propagation of
anchor tokens through dynamically intervening in the eigenspectrum variance (Section [5). Interest-



Published as a conference paper at ICLR 2025

ingly, we find that penalizing summary tokens is not necessary: merely intervening in the query-key
parameters variance, without incurring extra inference time, still alleviates hallucinations. Lastly,
with extensive experiments, we observe a correlation between the eigenspectrum and hallucinations
in various MLLMs, and demonstrate that TAME reduces the percentage of hallucinated objects.

2 TOKEN PROPAGATION PROBABILITY

This section scrutinizes the root causes of hallucinations in vision-language models through com-
prehensive statistical analyses of token propagation probability and hallucination. We also provide
a rigorous theoretical explanation that complements our empirical findings on hallucinations.

Notations. MLLMs generate text in a auto-regressive manner by progressively predicting the

probability distribution of the next token. In this section, we represent the input as X =

the i-th token z; is modeled as p(z;jS<;; X), where 1 i N and S, represent the sequence of
previously generated tokens before the i-th token. Several decoding strategies are developed based
on p, including Greedy Decoding and Beam Search. The decoded token is concatenated to the end
of the original input text for the next round of generation, continuing until the process concludes.

During autoregressive generation, the model employs a self-attention mechanism to capture depen-
dencies between tokens. At the “-th layer, for each attention head, the self-attention is defined as:

(xZ—l)TerKxé—l
p-
d

where Wy 2 R"*" represents tEf value weight matrix, Wqx = WqWj; 2 RT*T is the combined

query-key weight matrix, and = d > 0 is a temperature scaling factor. S denotes the softmax
function. At the *-th layer, U represents the updated token embeddings after applying the value
matrix Wy, and attention scores to the input embeddings in X¢~1.

Af =S o Uf = Wy XIAY (1)

Uniform vs. Localized Softmax. We employ Sparsemax (Martins & Astudillo} 2016)), a piecewise
linear alternative to Softmax, to streamline the computation of Gaussian moments while preserving
the attention structure of the original Softmax. To linearize S( ); where 2 R" is a input vector,
we perform a Taylor expansion at the origin, yielding:

1 ; 1

where © and } represent the expansion coefficients. We then approximate S using a piecewise
linear function §, as follows:

S(); maxfo;minfl;h % i+ igg=he’; i+€ =8(): 3)
This indicates that the i-th input token is activated when ; = h % i+ § 2 [0;1]. Otherwise,

$( ); = €, effectively preventing the input token X; from contributing to the self-attention mech-
anism. Building on this, we quantify the likelihood of activation for the i-th token in the Softmax
function to estimate the extent to which its information propagates to other tokens.

. 1.
'=r;S(0) = ?el

Definition 1 (Token Propagation Probability). Suppose that Wqy is independent of X. For each
i 2 [T], the token propagation probability of the i-th token is defined as:

i =PF;2[0;1]g; 4)
where = XTWQKXT:pa, and the randomness originates solely from the input tokens X.

When only a few ; are significantly greater than zero, the softmax function behaves as localized,
meaning the self-attention mechanism (Eq. [I) is dominated by a few anchor tokens. Conversely,
uniform softmax, which produces similar ; values, results in equal contributions from most tokens.

Based on the definition of the Token Propagation Probability ;, we compare the distributions of
; between hallucinatory and non-hallucinatory captions (see Appendix [C.3|for details). As shown

in Figure |2 hallucinatory captions tend to exhibit higher token propagation probabilities, which

suggests a stronger association between object hallucination and higher propagated tokens.



Published as a conference paper at ICLR 2025

Figure 2: (Left): Comparison of token propagation probability between hallucinatory and non-
hallucinatory captions generated by LLaVA-1.5 and InstructBLIP modEBligiht): The plots of the
Token Propagation Probability ) for varying and! . The horizontal axis indicates relative token
position = i=T (i : token index,T : number of tokens) by (Bao et al., 2024).

3 WHEN ARE TOKENS LOCALIZED OR UNIFORM?

Assumption 1(Gaussian Token DistributionAssume that the tokefis;), , are independent and
identically distributed (i.i.d.) random vectors drawn from a multivariate Gaussian distribution:

x¢t N (;); foralt 1; (5)
where is the mean vector, and is the covariance matrix.
To derive i, note that ; is a linear combination of multiple random variables. By the Central Limit
Theorem, it can be approximated as a normal distribution with mean and variance:
"= E[i]; vi=Var( ) i N (V) (6)
Proposition 1. Suppose thatV ok is symmetric and independent f|i5)(n Under Assumption 1, for
i 2 [T], the mean ' and variances' with the input =X>Wgk xt= das:

tr(W) i tr W2

= = +0o1); Vi =oc

+ 0o(1); @)

d
whereW denotes the weighted covarlance matrixMis= W ok . tr(W) represents the trace of
W. ¢; andc; are constants, witle, = + 1 andc, = %'2 + 5.

WhenW ok is asymmetric, we rede ne the token propagation probability using the symmetrized
matrix Wok + W ok =2in the following proposition. Thér(W) equals the sum of its eigenval-

uestr(W) = 1 wi, wherewy; wy;:::; wy are the eigenvalues o .

Proposition 2. Slnce ""andVv' depend on the relative token locatiefT , we extend=T continu-
ously to 2 [0; 1], and thus extend token propagation probabilito : [0;1]! [0;1] as:
1 1

1 1 1 1 1
= — 2 ‘g 2 U ; 8
P P-P-—
where q tr(W) = tr(W?2);! = tr(W 2)— d, withranges 2 [ = d; dland! 2 (0;1).
()= 222+ 17—2 . E denotes the error function.

Remark: WhenW is independent oK, and! can be considered independent variables, as the
eigenspectrum scale of W? can be adjusted within the bound (8) once the eigenspectrith of
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is given. measures the variance spread across eigenvalues,'wigf@esents the eigenvalue scale
relative to the matrix dimension, indicating correlation strength between dimensions.

Figure 2 illustrates ( ) with different and! , leading to several key observatioiig:Localization.
() concentrates on fewer tokens!asncreases. By contrast( ) behaves relatively uniformly

regardless of for smallj j. (ii) Location focus.For small! , as increases,( ) assigns weight to

late-site tokens. Conversely, for negativat focuses on early-site tokens. Whernincreases, ( )

localizes around the middle of the sequence for suf ciently largéii) Vanishing propagationAs

I increases, ( ) diminishes to zero for any 2 [0; 1] regardless of .

Proposition 3. () satis es the following properties by (Bao et al., 2024).

1. (Tokens Localized) Wheh ! r signi cantly deviates from zero, such thaf 2, the signal
propagation probability ( ) will concentrate at speci ¢ positions in the sequence.

2. (Tokens Uniform) With held as a nite value, ag j approaches zero,( ) approaches a
constant value for any 2 [0; 1].

3. (Vanishing Propagation) With xed as a nite value, ad increases inde nitely, ( ) diminishes
to zero for all 2 [0; 1].

Remark. Proposition 3 indicates that the behavior of ther}(lken propagation probalylijyis

closely tied to the interaction betwekrand . As ! =tr(W) = d, we focus on the eigenspectrum
of W, where the eigenvalugv; )iz n] Iglre considered as samples from a distribution with mean
(W)= &, w; and scaler(W 2)= " ', w? (assumingV is real diagonalizable).

Firstly, the condition ! 0 incﬂcates that the scate(W 2) approaches zefp (see Proposition. 2).
Secondly, since! = tr(W) = d! r 2, it follows that tr(W) 2 d, meaningtr(W)

is signi cantly different from zero. Combining these insights, we conclude thatalizes when

the eigenspectrum concentrates around a non-zero mean. This localization is more likely when the
embedding dimensiod is large, allowing the eigenvalue sunfW) to remain signi cantly non-

zero while the scal&r(W ?) stays close to zerd.¢., each eigenvalue is close to zero). Therefore,
increasing the embedding dimensidracilitates attention localization. Conversely, according to
Proposition 3's assertion of uniformity, asapproaches zero( ) varies less across different token
positions . In this limit, whentr(W) ! 0, becomes uniform across positions.

Al: When are tokens localized or uniform?

Localization: becomes localized whem W? is close to zero whil¢tr(W) j is signi -
cantly different from zeroi.e., the eigenspectrum & concentrates around a non-zero mean.

Uniform: becomes uniform whem(W) is close to zero whilér W2 remains nite,i.e.,
the eigenspectrum &% has zero mean with nite variance.

Vanishing: uniformly tends to zero whetn W? s suf ciently large;i.e., the eigenspec-
trum of W has an in nitely large variance.

4 HOw DOES ANCHOR TOKEN AFFECTMLLM s?

Proper-Propagation of Anchor Tokens Enhances Expressivity In self-attention blocksrank
collapse(Dong et al., 2021) indicates that the output matdix in Eq. 1 converges to a rank-1
matrixasL ! 1 ,i.e. lim .y A = z1>, wherez is a non-zero vector antf” is an all-ones
matrix. In this scenario, the attention matrix becomes uniform, causing the attention distributions of
all input tokens to converge to the same value. This prevents the model from distinguishing between
different input information, resulting in a gradual loss of diversity and expressiveness. (Dong et al.,
2021) linked uniformity to the spectral properties of the weight matfixdemonstrating that when

the "1 normkW o k, of the matrix is large, the convergence to a rank-1 matrix slows down. This
implies that when attention is appropriately propagated across a few anchor tokens, the localized
attention distribution can guide the model to more effectively capture subtle feature differences,
thereby leading to better expressivity. The connection betw®#égk ki andj tr(W) j is given as:

jtr(W) j
M k Wokk, k Wok ks k Wokk; ; ©)
dk kz

where the rst inequality is due to the bound (8) and the Cauchy-Schwarz inequality, it is suf cient
to increasg tr(W) j under xedtr W2 to enhance expressivity.
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