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ABSTRACT

Dynamical generative models that produce samples through an iterative process,
such as Flow Matching and denoising diffusion models, have seen widespread
use, but there have not been many theoretically-sound methods for improving
these models with reward fine-tuning. In this work, we cast reward fine-tuning
as stochastic optimal control (SOC). Critically, we prove that a very specific mem-
oryless noise schedule must be enforced during fine-tuning, in order to account
for the dependency between the noise variable and the generated samples. We
also propose a new algorithm named Adjoint Matching which outperforms exist-
ing SOC algorithms, by casting SOC problems as a regression problem. We find
that our approach significantly improves over existing methods for reward fine-
tuning, achieving better consistency, realism, and generalization to unseen human
preference reward models, while retaining sample diversity.

Base model (Flow Matching) w/ Guldance Adjoint Matching (Ours)

Figure 1: We introduce Adjoint Matching, a theoretically-driven yet simple algorithm for reward
fine-tuning that works for a large family of dynamical generative models, including for the first
time, Flow Matching models. Text prompts: “Beautiful colorful sunset midst of building in Bangkok
Thailand”, “Beautiful grandma and granddaughter are mixing salad and smiling while cooking in
kitchen”, “The beautiful young woman in sunglasses is standing at the background of field and hill.
She is smiling and looking over shoulder”, “Chess, intellectual games, figure horse, chess board”.
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1 INTRODUCTION

Flow Matching (Lipman et &l., 202B; Albergo & Vanden-Eijnden, 2023; Liu &t al., 2023) and denois-

ing diffusion (Song & Ermor, 2019; Ho et &l., 2020; Song ef al., 2021b; Kingmd et al., 2021) models
are being used for many generative modeling applications, including text-to-image (Rombach et al.,
2022; Esser et al., 2024), text-to-video (Singer et al., 2022), and text-to-audio (Le et al., 2024; Vyas
et al., 2023). In most cases, the base generative model does not achieve the desired sample qual-
ity. To improve the generated samples, it is common to resort to techniques such as classi er-free
guidance (Ho & Salimans, 2022; Zheng et al., 2023) to get better text-to-sample alignment, or to
ne-tune using human preference reward models to improve sample quality and realism (Wallace
et al., 2023a; Clark et al., 2024).

In the adjacent eld of large language models, the behavior of the model is aligned to human prefer-
ences through ne-tuning with reinforcement learning from human feedback (RLHF). Either explic-
itly or implicitly, RLHF methods (Ziegler et al., 2020; Stiennon et al., 2020; Ouyang et al., 2022;
Bai et al., 2022) assume a reward modgt) that captures human preferences, with the goal of
modifying the base generative model such that it generates the folldgitedydistribution

P (x)/ pP°(x)exp(r(x)); 1)
whereppase IS the base generative model's sample distribution.

Inspired by this, ne-tuning methods have been developed to improve denoising diffusion models
based on human preference data; either using a reward-based approach (Fan & Lee, 2023; Black
et al., 2024; Fan et al., 2023; Xu et al., 2023; Clark et al., 2024; Uehara et al., 2024a;b), or direct
preference optimization (Wallace et al., 2023a). However, unlike the ne-tuning methods designed
for large language models, most of the existing methods to a large degree A6rnd focus

solely on the reward model. Reward models can range from standard evaluation metrics such as
ClipScore (Hessel et al., 2021; Kirstain et al., 2023) to specialized models that have been trained
on human preferences (Schuhmann & Beaumont, 2022; Xu et al., 2023; Wu et al., 2023c). As
these are parameterized by neural networks, they fall pray to adversarial examples which lead to
the generation of undesirable artifacts (Goodfellow et al., 2014; Mordvintsev et al., 2015). This has
led some works to consider adding regularization during ne-tuning (Fan et al., 2024; Uehara et al.,
2024b) to incentivize staying close to the base model distribution; however, there does not yet exist
asimple generic approach which actually provably generates from the tilted distribution (1).

The main contributions of our paper are as follows:

(i) We present a stochastic optimal control (SOC) formulation for reward ne-tuning of dynamical
generative models. Importantly, we prove that th&v@approach considered by prior works
lead to avalue function biagproblem that biases the ne-tuned model away from the tilted
distribution (1). This problem has also been observed by Uehara et al. (2024b) but they propose
a more complicated solution which involves training a separate generative model.

(i) Instead, we propose a very simple solution: themoryless noise schedul€his is a unique
noise schedule that completely removes the dependency between noise variables and the gen-
erated samples, resulting in provable convergence to the tilted distribution. This allows us to
ne-tune dynamical generative models in full generality, including being the rst to ne-tune
noiseless Flow Matching models.

(iii) We also propose a new method for solving SOC problems, caltédint Matching which com-
bines the scalability of gradient-based methods and the simplicity of a least-squares regression
objective. This can be applied to general SOC problems, beyond reward ne-tuning.

(iv) We perform extensive comparisons to baseline approaches, and analyze them from multiple
perspectives such as realism, consistency, and diversity. We nd that our proposed method
provides generalization to unseen human preference reward models, better text-to-sample con-
sistency, and retains good diversity.

2 PRELIMINARIES ON DYNAMICAL GENERATIVE MODELS

We are interested in ne-tuning base generative mogei&(X 1) where samples are generated
through the simulation of a stochastic process. That is, these models transform noise variables into a
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sample through an iterative process. In particular, we discuss the speci ¢ constructions and sampling
processes of Flow Matching (Lipman et al., 2023; Liu et al., 2023; Liu, 2022; Albergo & Vanden-
Eijnden, 2023) and Denoising Diffusion Models (Ho et al., 2020; Song et al., 2021b;a). The goal of
this section is to provide background information on these methods.

Given random variables from an initial distributiofy ~ po = N (0;1), andX; which are dis-
tributed according to some data distribution, we de ne the referenceXow ( X1)2[0.1] Where

Xi= (Xo+ Xy; 2

where( t)i2(0:13: ( t)t270;1 are functions such thato = 1 =0 and ; = o = 1. Diffusion

models and Flow Matching construct generative Markov processesth initial distributionX o

N (0;1) that resultin owsX = ( Xt)i20:1] With the same time marginals as the reference Xw

i.e, the random variableX¥; andX; have identical distribution for all times2 [0; 1]. This implies

X1 has the same distribution as the data distribution, so simulating the Markov process from random
noiseX g is a way to generate arti cial sampfes

Flow Matching. We focus on Flow Matching here, and defer the overview of denoising diffusion
models (DDIM; Song et al. (2021a), DDPM; Ho et al. (2020)) to App. C.1. In its simplest form, the
generative Markov process of a Flow Matching model is an ordinary differential equation (ODE) of
the form:

dX; = v(Xy;t)dt; Xo N (©;1): 3)

wherev(Xy;t) is a parametric velocity that is optimized to match the derivative of the reference
ow, i.e, v(X¢;t) = argminy E ¢(X4;t) %Xt 2 (seee.g.Lipman et al. (2023) for details on
pre-training Flow Matching models). It can then be proven that the solution of the generative process
(3) has the same time marginals as the reference ow (Lipman et al., 2023; Liu, 2022; Albergo &
Vanden-Eijnden, 2023), and a commonly used choiceiiss t and { = 1 t. One can also
consider a family of stochastic differential equations (SDEs) with an arbitrary state-independent
diffusion coef cient:

Xz VXD s VX X dtr ©dBg Xo N (0i1); (4)
t T t -t

where(B¢): o is a Brownian motion. The generative processes in (3) and (4) have the same time

marginals. This can be seen by writing down the Fokker-Planck equations for (3) and (4), and

observing that they are the same up to a cancellation of terms (Maoutsa et al., 2020). The diffusion

coef cient (t) in (4) is compensated by the second term in the drift.

Flow Matching in terms of the score function. We can unify both the Flow Matching and
continuous-time DDIM generative processes as:

dXi = b(X¢;t)dt + (t)dBy; Xo N (0;1); (5)

whereb(x;t) = x+ -D5+ | s(xt); (= e Gl Y (6)
where( ¢; ) are coef cients of the reference ow (2), ars{x;t) is the score function—de ned
as the gradient of the log density of the random variable See App. C.4 and App. C.5 for the
derivation of (5)-(6) for DDIM and Flow Matching. In Subsec. 3.3, we rely on this characterization
to derive our ne-tuning procedure. This expression has been written before for DDIM, e.g. Bartosh
et al. (2024a;b).

3 FINE-TUNING AS “MEMORYLESS’ STOCHASTIC OPTIMAL CONTROL

We now discuss the crux of the problem: how to produce a ne-tuned generative model that pro-
duces sampleX ; which follow the tilted distribution involving a reward model (1). An obvious
direction is to construct ane-tuning objectiveinvolving both the base generative model and the

In our derivations, we assume the base model has been trained perfectly during the pre-training phase.

2\We use the common short-hand “over-dot” notation to denote the time deriviagiyg; = ar Xt
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reward model, where the optimal solution results in a ne-tuned generative model for the tilted dis-
tribution. However, as we will explain, this turns out to be non-trivial, becauséva famulation
will introduce bias into the solution.

In Subsec. 3.1, we discuss the problem formulation of stochastic optimal control, a general frame-
work for optimizing SDEs, and its relation to the maximum entropy reinforcement learning frame-
work commonly used for RLHF ne-tuning. Next, in Subsec. 3.2, we discussriitial value
function biasproblem which plagues existing approaches and so far has seen no simple solution.
Finally, in Subsec. 3.3, we propose a novel simple solution that circumvents the bias problem, by
enforcing a particular diffusion coef cient, treemoryless noise schedute be used during ne-
tuning. This results in an extremely simple ne-tuning objective that provably converges to a model
which generates the tilted distribution (1) without any statistical bias.

3.1 PRELIMINARIES ON THE STOCHASTIC OPTIMAL CONTROL PROBLEM FORMULATION

Stochastic optimal control (SOC; Bellman (1957); Fleming & Rishel (2012); Sethi (2018)) considers
general optimization problems over stochastic differential equations, but we only need to consider a
common instantiation, the control-af ne problem formulation:

R
miNE o 1ku(XE;tk2+ f(XUt) dt+ g(Xy) ; )
u2U

s.tdXy = bX{ )+ (Hu(X{;t) dt+ (t)dBy; Xo  Po (8)

where in (8),X{ 2 RY is the state of the stochastic process,RY [0;1]! RYis commonly
referred to as the control vector elth: R [0;1]! RYis abase drift, and : [0;1]! RY 9is
the diffusion coef cient. These jointly de ne theontrolled procesX ¥ pY that we are interested
in optimizing; often bottband are xed and we only optimize over the contnal

As part of the objective functional (7), we have an af ne control c},m(xt“ :t)k?, a running state
costf : RY [0;1]! R and aterminal state cogt R9! R.

The stochastic optimal control (SOC) objective (7) can be decomposed recursively from the nal
time value. It is common to de ne theost functionalvhich is the expected future cost starting from
statex at timet:

J(u;x;t) == Ex po

h [
Fil Tku(Xs; k2 + f (Xs;8) ds+ g(X1) X¢=x : 9)
From here, thevalue functionis de ned as the optimal value of the cost functichalV (x;t) :=
mingou J(u;x;t) = J(u ;x;t), whereu is theoptimal contro] i.e., minimizer of (7). Further-
more, a classical result is that the value function can be expressed in termaiottrerolledbase
procesgp°®e (Kappen (2005), see Domingo-Enrich et al. 2023, Eq. 8, App. B for a self-contained
proof):
h R, i
V(X;t)= logEx pose €Xp( , f(Xs;8)ds  g(X1)) Xi=Xx : (10)

A useful expression for the optimal control (which we will make use of in deriving the Adjoint
Matching objective in Sec. 4) is that it is related to the gradient of the value function:

u (x;t) = )7 r yV(x;t) = ()7 r xJ(u ;x;t): (11)

Relation to MaxEnt RL.  Stochastic optimal control with the control-af ne formulation (7) is the
continuous-time equivalence of maximum entropy reinforcement learning (MaxEnt RL; Todorov
(2006); Ziebart et al. (2008)) with a KL regularization instead of only an entropy regularization.
In particular, by the Girsanov theorem (Thm. 2), the af ne control cost is equivalent to a Kull-
back—Leibler (KL) divergence between the base pro@®% whenu = 0, and the controlled
procesg", when conditioned on the same initial stxtg (see App. D.4): _

i
DL PU(X jX0) pP™e(X jXo) = Exu pe Rol Tku(X ¥ tk2dt ; (12)

3Note that there is a slight difference in terminology between SOC and reinforcement learning, where our
cost functional is referred to as the state value function and our value function is the optimal state value function
in RL.
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resulting in the IﬁL-reguIarized RL interpretation of (7): i
R . .
max Ex, p, Ex pe(ixe) o fOCUDAE gXY)  Dia(p(X [Xo0) kpP*(X [X0))
13)
where the negative state costs correspond to intermediate and terminal rewards in the RL interpreta-
tion. The KL divergence forces the optimal process to stay close to the base process.

3.2 THE INITIAL VALUE FUNCTION BIAS PROBLEM

We next discuss why fieely adding a KL regularization does not lead to the tilted distribution (1).
From (13), we can show that the optimal distribution conditioneX gris*

R
p (X jXo)/ p**(X jXo)exp o F(Xutdt g(Xy) : (14)
This is analogous to the exponentiated reward distribution in MaxEnt RL (Rawlik et al., 2013), but
the entropy regularizer is generalized to a KL regularization with respect to a prior distripb#ién
In order to relate this to the tilted distribution (1) that we want to achieve for ne-tuning, rst notice

that the normalization constant of the right-hand side (RHS) of (14) is exactly the value function at
t=0: .
h i

R
Ex  phasqx jxo) E€XP Olf(xt;t)dt og(X1) =exp V(Xp;0) ; (15)

where the equality is due to (10). Dividing the RHS of (14) by (15) and multiplyingdfX o), we
obtain the normalized distribution over the full path

p(X)= (X )exp o f(Xut)dt g(X1)+ V(Xo;0) : (16)
Settingf =0 andg = r, we arrive at an expression for the optimal distribution
P (Xo;X1) = p"8(Xo;X1)exp r(X1)+ V(Xo;0) : (17)

This unfortunately does not lead to the tilted distribution (1) because we have a bias in the optimal
distribution that is due to the value function of the initial distributddiiX o; 0). That is to say,
navely adding a KL regularization (12) to the ne-tuning objective in the sense of (13) leads to
a biased distribution (16) after ne-tuning andnst equivalent to the tilted distribution (1). For
instance, when the sampling procedure is noiseigss, (t) = 0, ne-tuning navely will not have

any effect becaus¥ , completely determineX ;.

This is unlike the situation for large language models (Ouyang et al., 2022; Rafailov et al., 2023),
where there is no dynamical process that samKlesteratively and hence no dependence on the
initial noise variableX o. Although this KL regularization is a common objective for RLHF of large
language models, it has seen seldom use in ne-tuning diffusion models, likely due to this issue of
the initial value function bias. In the context of diffusion models, KL regularization (13) has been
explored in prior works (Fan et al., 2024), but its behavior was not well-understood and they did not
relate the ne-tuned model to the tilted distribution (1). Another direction that has been proposed
is to learn the initial distributiomy to cancel out the bias (Uehara et al., 2024b; Tang, 2024) but
this simply shifts the work into tilting the initial distribution and requires an auxiliary model for
parameterizing the optimal initial distribution. In contrast, we show in the next section that it is
possible to remove the value function bias by simply choosing a very particular noise schedule
during the ne-tuning procedure.

3.3 THE MEMORYLESS NOISE SCHEDULE TO FINETUNE DYNAMICAL GENERATIVE MODELS

In this subsection, we propose a very simple method of turning (17) into the tilted distribution (1)
through the use ofmemorylessoise schedules. We provide an intuitive explanation of why such
noise schedules are suf cient for ne-tuning, and show that if we want to sample the ne-tuned
model with an arbitrary noise schedule, we must use a particular memoryless noise schedule.

Intuitively, the main reason we cannot arrive at the tilted distribution from (17) is due to the
p°3sqX o; X 1) distribution not factoring intd<, andX ;. Hence, we de ne a memoryless gener-
ative process as follows:

“Note (14) is informal begause densities over continuous-time processes are ill-de ned; the formal statement
is 9P (X jXo) = exp( o f(X;t)dt  g(X1)), where &2 denotes the Radon-Nikodym derivative.
We treat this formally in the proofs.
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Diffusion coef cient (t) MemorylessX;

Flow Matching (3) - t o = General (commonl|Q) No
Memoryless Flow Matching (4) - t e« P 2 Yes
DDIM (29) P 7 General (commonl{) No
DDPM (30) 7 7 P 2 Yes

Table 1: Diffusion coef cient (t) and the factors,  for the Flow Matching, Memowleﬁs Flow
Matching, DDIM, and DDPM generative processes. When the diffusion coef cientt}s= = 2 ¢,
the generative process is memoryléss, samplesX ; will be independent of the initial noisey.

De nition 1 (Memoryless generative proces$) generative process of the fori)-(6) is memory-
less ifX o and X ; are independent, i.epPaqX o; X 1) = pP25{X o) pP25{X 1).

When the base generative process is memoryless, this implies:
p (X1)=  p™qXo)p"®qX 1) exp(r(X1) + V(Xo;0))dXo/ pP>{X1)exp(r(X1)): (18)

That is, solving the SOC problem (7)-(8) with a memoryless base model will result in a ne-tuned
model that generates samplegX ;) according to the tilted distribution (1). This memoryless
property is not satis ed generally by the family of generative processes captured by (7)-(8). For
instance, the Flow Matching and DDIM generative processes with zero diffusion coef cient (

(t) = 0) are de nitely not memoryless due ¥q andX ; being theoretically invertible. Below, we
provide the suf cient and necessary condition for the noise schedule in order to have a memoryless
generative process.

Proposition 1 (Memoryless noise schedules)vithin the family of generative procesg&s-(6), a
generative process is memoryless if and only if the noise schedule is chosen as:

R
()2=2 + (t); where :[0;1]! Riss.t.8t2 (0;1]; lim o« to€XP ttoﬁds =0;
(19)
where ¢ is de ned in(6). In particular, we refer to (t) = P 2 ¢ as the memoryless noise schedule.

Due to the endpoint constraints(of;; ) for the reference ow (2), the memoryless noise schedule

(t) isin nite at t = 0 and approaches zerotat 1. This provides a way for the generative process
to mix when close to noisk ; while stay steadying when close to the san¥le Hence, the sample
will have no information abouX o due to the enormous amount of mixing with a large diffusion
coef cient. Furthermore, while we have intuitively justi ed the memoryless noise schedule through
its independence property, our theoretical result is actually even stronger: all generative models of
the form (5)-(6)mustbe ne-tuned using the memoryless noise schedule. We formalize this in the
following theorem, which we prove in App. E.2:

Theorem 1 (Fine-tuning recipe for general noise schedule sampliigithin the family of gener-
ative processeb)-(6), in order to allow the use of arbitrary noise schedules and still generate
samples according to the tilted distributidf), the ne-tuning BrobleM?)—(B) withf = 0 and

g= r must be done with the memoryless noise schedije= = 2 ;.

Thm. 1 states that waeedto use the memoryless noise schedule for ne-tuning with the SOC
objective—or equivalently, the KL regularized reward objective (13). This is the only noise sched-
ule that retains the relationship between the velocity and score function, allowing the conversion to
arbitrary noise schedules.f, (t) = 0) after ne-tuning. It is worth noting that when using the
memoryless noise schedule for DDIM, this recovers what we derived as the continuous-time limit
of the DDPM generative process (30). However, the DDPM sampler (Ho et al., 2020) is not com-
monly used as the DDIM sampler (Song et al., 2021a) and Flow Matching models typically generate
samples using (t) = 0, so an explicit conversion to the memoryless noise schedule is necessary for
ne-tuning. Tab. 1 summarizes the memoryless schedule for diffusion and Flow Matching models,
which we refer to as Memoryless Flow Matching. In Fig. 2, we visualize ne-tuning a 1D model,
where we see that constar(t) leads to biased distributions whereas the memoryless noise schedule
perfectly converges to the tilted distribution (1). In App. E.2.1, we express the basb anidt the
controlu in terms of the base and ne-tuned Flow Matching vector eld&€ andv """  and do

the same for DDIM.



Published as a conference paper at ICLR 2025

(a) Pretrained FM3%¢  (b) Fine-tuned FM/ """ (c) Fine-tuned FM/ """ (d) Fine-tuned FMy "®ne
with (t)=0:2 with (t)=1:0 With memoryless (t) =
5

t

Figure 2: Visualization of Thm. 1 showing that ne-tuning must be done with the memoryless noise
schedule to ensure convergence to the tilted distribution (1). (a) Shows the base Flow Matching
model. (b, ¢) Fine-tuning using a constart) leads to biased distributions. (d) Fine-tuning using

the memoryless noise schedule leads to the correct tilted distribution. Note that sample generation
can use any noise schedule after ne-tuning, includif = 0.

4 ADJOINT MATCHING FOR STOCHASTIC OPTIMAL CONTROL

Although several deep learning methods have been proposed to solve SOC problems using deep

learning (Domingo-Enrich et al., 2023;iidken & Richter, 2021), the preferred approach is the ad-

joint method, which performs gradient-based optimization on the control objective (7) with respect

to a parameterized control function. There are two approaches which yield the same gradient in

the small step size limit (see App. F.1.1 for more detail): diserete adjoint methgdvhere the

control objective is discretized and an automatic differentiation engine is used to backpropagate

through it (Han & E, 2016), and theontinuous adjoint metheavhere the continuous-time structure

is exploited by sholving thadjoint ODEbackwards in time: _

i

X ;u)= atX;u)'orx (X )+ (QuXgt) +1x, F(Xgt)+ Sku(X ke

(20)

with initial conditiona(1; X ;u) = r g(X1). The gradient of the continuous adjoint loss is given by
R R 0T
&b = 1 QX kedt + o QX ()Tt X uydt; (21)

The following proposition introduces and studies a loss whose gradient is also (21).
Proposition 2. Let us de ne, for now, the basic Adjoint Matching objective as:
R 2
Leasic A Match (U;X )= 3 01 u(Xg;t)+ (Ta(t; X ;u) “dt; X p“; u= stopgrad (u);
(22)

whereu = stopgrad (u) means that the gradients ofwith respect to the parameterof the con-
trol u are arti cially setto zero. The gradient dfgasic adj match (U; X ) with respect to is equal
to the gradient‘g,—L in equation(21). Importantly, the only critical point OE Lgasic Adj Match IS
the optimal control .

Critical points ofL are controlsu such that-L(u) = 0, where L denotes the rst variation

of the functionalL. In other words, Prop. 2 states that the only control that satis es the rst-order
optimality condition for the basic Adjoint Matching objective is the optimal control, which provides
theoretical grounding for gradient-based optimization algorithms. An intuitive way to understand the
basic Adjoint Matching objective is that it is@nsistency lossThe Adjoint Matching objective is
based off of the observation that the optimal contrdlx; t) is the unique xed-point of the relation
u(x;t) = (t)r wJ(u;x;t) (see Lemma 6 in App. F.3) and so we are directly optimizing for a
control that ts this relation, while using the adjoint state as a stochastic estimataorbfu; x; t).
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