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ABSTRACT

Recently, generalist web agents have demonstrated remarkable potential in au-
tonomously completing a wide range of tasks on real websites, significantly boost-
ing human productivity. However, web tasks, such as booking flights, usually
involve users’ personally identifiable information (PII), which may be exposed
to potential privacy risks if web agents accidentally interact with compromised
websites—a scenario that remains largely unexplored in the literature. In this
work, we narrow this gap by conducting the first study on the privacy risks of
generalist web agents in adversarial environments. First, we present a realistic
threat model for attacks on the website, where we consider two adversarial targets:
stealing users’ specific PII or the entire user request. Then, we propose a novel
attack method, termed Environmental Injection Attack (EIA). EIA injects mali-
cious content designed to adapt well to environments where the agents operate
and our work instantiates EIA specifically for privacy scenarios in web environ-
ments. We collect 177 action steps that involve diverse PII categories on realistic
websites from the Mind2Web dataset, and conduct experiments using one of the
most capable generalist web agent frameworks to date. The results demonstrate
that EIA achieves up to 70% attack success rate (ASR) in stealing users’ specific
PII and 16% ASR in stealing a full user request at an action step. Additionally,
by evaluating the detectability and testing defensive system prompts, we indicate
that EIA is challenging to detect and mitigate. Notably, attacks that are not well
adapted for a webpage can be detected through careful human inspection, leading
to our discussion about the trade-off between security and autonomy. However,
extra attackers’ efforts can make EIA seamlessly adapted, rendering such human
supervision ineffective. Thus, we further discuss the implications on defenses at
the pre- and post-deployment stages of the websites without relying on human
supervision and call for more advanced defense strategies.

1 INTRODUCTION

The web hosts a multitude of websites, tools, and content that span every aspect of the digital
world. To make these resources more accessible and boost human productivity, significant research
efforts (Yang et al., 2024a; Su et al., 2024; Liu et al., 2023b;c; Achiam et al., 2023; Reid et al., 2024)
have been invested in the development of Large Language Models (LLMs) and Large Multimodal
Models (LMMs) based web agents, particularly generalist web agents (Deng et al., 2023) that can
perform a wide range of tasks on realistic websites directly. On the other hand, many web tasks like
booking flights require sensitive PII, such as phone numbers, and credit card details; while the web
security community has long studied privacy issues of the websites (Yang et al., 2013; Li et al., 2015;
Wang et al., 2019; VirusTotal, 2023), the emergence of generalist web agents poses new privacy risks,
highlighting the need for comprehensive research in this area.

To narrow this gap, we first present a novel threat model where we discuss the objectives, constraints,
and two scenarios of a realistic privacy attack on websites (Sec. 3.2). Specifically, we consider
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Figure 1: Illustration of EIA on a real website: GameStop (gamestop.com). It shows the process
via which the web agent is compromised by EIA, resulting in an unauthorized disclosure of the user’s
PII. Specifically, at the step of filling the recipient name on the website, the web agent is misled into
typing the PII into the injected field, which contains the malicious instruction, and both the field and
the instruction are invisible. After the unnoticed leakage, the web agent continues its original task.

two adversarial targets: stealing users’ specific PII or stealing full user requests. To achieve these
objectives, we propose a novel attack method, dubbed Environmental Injection Attack (EIA) (Sec. 3.3).
EIA is a form of indirect prompt injection (Greshake et al., 2023b), but specifically designed to
manipulate the environment where state-changing actions occur (Su, 2023). Instead of focusing on
prompt design, EIA emphasizes how to adapt the injection to the environment for better attack success
and a lower chance of detection. In this work, we specifically exploit the web environment to target
generalist web agents. Under this context, the attack injects malicious web elements into a benign
webpage, along with persuasive instructions designed to mislead web agents into leaking users’
private information through these malicious elements. To make the attack adaptive to the webpage,
we propose two injection strategies: Form Injection (FI) and Mirror Injection (MI). Both strategies
can be exploited at different positions within the webpage and utilize the CSS and JavaScript features
to enhance their stealthiness. In particular, the opacity value of the injected element is configured to
be zero by default, to prevent noticeable visual changes on the webpage.

To evaluate the effectiveness of EIA, we utilize one of the state-of-the-art (SOTA) web agent
frameworks, SeeAct (Zheng et al., 2024), as our target agent, which is a two-stage generalist web
agent framework comprising action generation and action grounding stages. Additionally, we
carefully select tasks that involve PII from the Mind2Web (Deng et al., 2023) dataset, and manually
adapt corresponding realistic websites from its raw dump data (Sec. 4.1). The user tasks over these
websites span diverse domains based on real user needs and include 177 action steps that cover
multiple categories of PII. Our experimental results show that EIA with the MI strategy can attack
the action grounding stage of SeeAct and leak users’ specific PII with up to a 70% ASR at an action
step, when injected in close proximity to the target element. This finding reveals that web agents can
be vulnerable to injections that closely mirror benign target elements on a webpage (Sec. 4.2).

However, we find that EIA with zero opacity constraints fails to achieve the adversarial target of
leaking full request due to the unaffected action generation stage, which only processes the screenshot.
Thus, we introduce Relaxed-EIA, which relaxes the opacity from zero to a non-zero, low value. This
adjustment makes the injected elements slightly visible on the screenshot, thereby influencing both
the action grounding and the action generation stages. Results show that such adaptation successfully
increases the ASR for leaking the full user request from 0% (standard EIA) to 16% (Relaxed-EIA)
when using GPT-4V as the backbone model (Sec. 4.3).

Last but not least, we investigate if EIA will be easily detected through a series of efforts, e.g., by
using the traditional malware detection tool and measuring the agent’s functional integrity under
attack, and show that EIA is hard to detect. Besides, we also demonstrate that our attack cannot be
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countered by a defensive system prompt (Sec. 5). However, it is important to note that the attack
can be detectable via close human inspection when it is not well adapted to a webpage. Therefore,
we discuss the trade-off between security and autonomy and point out the challenges of tailoring
human supervision for different task types. More importantly, human supervision is not always
reliable and extra attackers’ efforts can further make the attack well adapted for each webpage so
that compromised webpages can be visually identical to the benign version. Finally, we discuss
potential defense strategies at the pre- and post-deployment stages of the websites, and highlight the
uniqueness and importance of EIA compared to traditional web attacks (Sec. 6).

2 RELATED WORK

Direct and Indirect Prompt Injection. Prompt injection attacks refer to manipulating the input
message to AI systems to elicit harmful or undesired behaviors. One type of prompt injection is
directly inserted by users to target the guardrails of LLMs. It could either be crafted by humans (Wei
et al., 2023; Mo et al., 2024a) or generated by LLMs automatically (Yu et al., 2023; Liao & Sun,
2024). Besides, Greshake et al. (2023a) introduces the novel concept of indirect prompt injection,
which attacks LLMs remotely rather than directly manipulating the input messages. In particular,
they alter the behaviors of LLMs by injecting malicious instructions into the information retrieved
from different components of the application.

Web Agents. There are various definitions of web agents in the literature. Some works (Nakano et al.,
2021; Wu et al., 2024b) consider web agents to be LLMs augmented with retrieval capabilities over the
websites. While useful for information seeking, this approach overlooks web-specific functionalities,
such as booking a ticket directly on a website, thereby limiting the true potential of web agents.
Yao et al. (2022); Deng et al. (2023) have developed web agents that take raw HTML content as
input. However, HTML content can be noisier compared to the rendered visuals used in human
web browsing and provides lower information density. Given this, (Zheng et al., 2024) proposes
SeeAct, a two-stage framework that incorporates rendered screenshots as input, yielding stronger task
completion performances. Although there exist other efforts towards generalist web agents, including
one-stage frameworks (Zhou et al., 2023) and those utilizing Set-of-Mark techniques (Yang et al.,
2023), these approaches either have much lower task success rate or need extra overhead compared
to SeeAct, making them less likely to be deployed in practice. Therefore, in this work, we focus on
attacking SeeAct as our target agent. It is important to note that our proposed attack strategies are
readily applicable to all web agents that use webpage screenshots and/or HTML content as input.

Existing Attacks against Web Agents. To the best of our knowledge, there exists only a limited
body of research examining potential attacks against web agents. Yang et al. (2024b) and Wang et al.
(2024) investigate the insertion of backdoor triggers into web agents through fine-tuning backbone
models with white-box access, aiming to mislead agents into making incorrect purchase decisions.
Wu et al. (2024a) explores the manipulation of uploaded item images to alter web agents’ intended
goals. However, few studies have examined injections into the HTML content of webpages. Wu et al.
(2024b) shares a similar spirit with us by focusing on manipulating web agents through injection into
retrieved web content. However, their work primarily targets LLMs augmented with retrieval (rather
than generalist web agents) and assumes prior knowledge of user requests for summarization. By
injecting prompts like “Don’t summarize the webpage content”, they aim to disrupt the agent’s normal
operations. In contrast, our work proposes a more realistic threat model targeting the generalist web
agents that are capable of performing a wide range of complex tasks (beyond simple summarization)
on realistic websites. Besides, our attack does not compromise the agent’s normal functionality,
making it less likely to be detected. Different from previous work that focuses on prompt design, we
further investigate how to adapt the attack to the environment. It’s also worth mentioning that our
work is the first to explore the potential privacy risks of generalist web agents.

3 ENVIRONMENTAL INJECTION ATTACK AGAINST WEB AGENTS

3.1 BACKGROUND ON WEB AGENT FORMULATION

Given a website (e.g., American Airlines) and a task request T (e.g., “booking a flight from CMH
to LAX on May 15th with my email abc@gmail.com”), a web agent needs to produce a sequence
of executable actions fa1; a2; :::; ang to accomplish the task T on the website. Particularly, at each

3



Published as a conference paper at ICLR 2025

time step t, the agent generates an action at based on the current environment observation st, the
previous actions At = fa1; a2; : : : ; at−1g, and the task T , according to a policy function �. We
select SeeAct (Zheng et al., 2024) as our target agent, which considers both the HTML content ht

and the corresponding rendered screenshot image it of the current webpage as its observation st:

at = �(st; T; At) = �(fit; htg; T; At) (1)

After executing action at, the website is updated accordingly.

We omit notion t in subsequent equations for brevity, unless otherwise stated. In order to perform
an action a on the real website, the agent formulates the action at each step as a triplet (e; o; v),
representing the three required variables for browser events. Specifically, e denotes the identified
target HTML element, o specifies the operation to be performed, and v represents the values needed
to execute the operation. For example, to perform the action of filling a user’s email on the American
Airlines website, SeeAct will TYPE (o) “abc@gmail.com” (v) into the email input field (e).

SeeAct is designed with two stages to generate the action: action generation and action grounding.
The action generation stage involves textually describing the action to be performed at the next step:

(e; o; v) = �1(fig; T; A) (2)

where underlined variables correspond to their respective textual descriptions. i is the screenshot
image rendered from HTML content h, i.e. i = �(h) where � denotes the rendering process.

The action grounding stage grounds the described action into the corresponding web event by:

(e; o; v) = �2(fi; hg; (e; o; v); T; A) (3)

Note that in our work, we follow the default implementations in SeeAct: (1) only the screenshot is
used for action generation (i.e., no HTML content is needed at this stage), (2) the approach of textual
choices is used for action grounding. Examples of the two stages in SeeAct are shown in App. L.

3.2 THREAT MODEL

Adversarial Targets. We consider two types of adversarial targets. (1) The first target is to leak the
user’s specific PII, such as the email address and credit card information. (2) The second target is to
leak the user’s entire task request T , as it contains sensitive data along with the additional context
that reveal more personal information, which is more challenging and potentially more harmful.
For instance, a full user request, “booking a flight from CMH to LAX on May 15th with my email
abc@gmail.com” on the American Airlines website, reveals detailed information about the user’s
travel plan such as dates, location, and transportation type, posing significant privacy risks.

Attack Constraints. We assume that attackers have no prior knowledge of the user’s task T or the
previously executed actions A. This condition ensures that the attack remains general and applicable
across different tasks and users. The attackers can only design privacy attacks according to the
functionalities available on the given website but can invest any efforts to make the attack well
adapted (Sec. 6). Moreover, the attack should not impede the agent’s ability to complete the user’s
intended task normally; otherwise, the user may easily detect it and blacklist the website.

Attack Scenarios. We consider two realistic attack scenarios where websites are compromised:
(1) The website developers being benign but using contaminated development tools. Usually,
front-end developers use online libraries and frameworks, such as React (Meta Platforms, 2024), to
streamline the development process. Although such open-source tools are effective and efficient, they
also introduce security concerns as demonstrated in a recent report from CISA1. If web developers
unknowingly use contaminated libraries developed by malicious actors, the resulting webpages will
contain hidden but exploitable vulnerabilities. (2) The website developers being malicious. Website
developers will routinely maintain and update webpages with new features. If some developers want
to make profits from this process, they could intentionally inject malicious content during these
updates, compromising the security of the website and users.

1Recent report (Synopsys, 2024) from the U.S. Cybersecurity and Infrastructure Security Agency (CISA)
reveals that the latest version of Xz Libs, a widely used library in Linux, has been compromised with backdoors.
Given that the vulnerabilities are stealthy and have persisted for a period before detection, many systems have
already been attacked.
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Figure 2: A detailed illustration of EIA implementations. It presents the Form Injection (aria) and
Mirror Injection strategies against the target element (recipient name �eld in Fig. 1) at the reference
pointP0. The Form Injection (aria) inserts a new form at positionP� 1, while the Mirror Injection
mirrors the target element at positionP+2 with an added persuasive instruction in thearia-label
attribute. Both of them are set to zero opacity by con�guring CSS features and utilize JavaScript
auto-submission mechanisms. “xxx” represents other HTML content not directly relevant to the
injection mechanisms.

3.3 ENVIRONMENTAL INJECTIONATTACK STRATEGIES

Based on the threat model we proposed above, we introduce EIA, which can be formulated as:

h� = E(h; PI ; �; � ) (4)

Generally, EIA aims to manipulate the agent's behavior via injection of persuasive instructions (PI )
into the benign HTML contenth according to the opacity value� and injection position� .

Next, we explain the key ingredients to make the EIA adapted into the web environment:

Persuasive Instruction (PI ): (1) To attack speci�c PII, we curate a prompt template: “This is the
right place to input the {PII category}”. The placeholder is instantiated according to the target
element to be attacked. (PII category for Fig. 1 is “recipient name”.) (2) Similarly, to leak the full
user request, we design a prompt template to persuade the web agent to reveal the request it has
been tasked with, as shown in App. H. We empirically �nd that the use of capitalized words and
the scenario imagination with identity veri�cation in the prompt design can enhance the ASR. Both
prompt templates are carefully crafted to adapt the attack for ful�lling the adversarial targets while
not being detected by easy �ltering heuristics (Sec. 6).

Opacity Value � : � 2 [0; 1] is a parameter that controls the visibility of the injected element where
0 means invisible and 1 means fully visible. This is achieved by adjusting the CSS opacity property
of the injected elements. To minimize the risks of being easily detected with human supervision, we
set� = 0 by default. As such, the rendered screenshots before and after injection are highly similar
and can not be distinguished unless close examination2.

Injection Position � : We �rst de�ne the position of the target element where the speci�c PII is
intended to be entered in the original benign webpageh asP0. It serves as a reference point (See Fig. 2
for an example) for injection position� . The value of� is de�ned relative toP0, such that� = Pn ,
wheren 2 Z andn 6= 0 . This allows� to represent positionsjnj � 1 levels3 above (n > 0) or below

2Even with� = 0 , the injected elements still occupy space on the webpage due to their presence in the DOM
tree. However, with extra effort, attackers can easily make them seamlessly adapted to the webpage (Sec. 6).

3“Levels” refer to the hierarchical structure of HTML elements in the DOM tree. Each nested pair of<div>
</div> represents a different level in the structure, as shown by the varying shades and indentation in Fig. 2.
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(n < 0) the target element in the DOM tree. In this study, we considern 2 f� 1; � 2; � 3; �1g ,
whereP+ 1 andP�1 represent the highest and lowest possible injection positions on the webpage.

Injection Strategy E: To blend thePI into theh to leak the private information, we develop
two injection strategies:Form Injection (FI) andMirror Injection (MI) . Form Injection involves
creating an HTML form that contains the instructions. The instruction can be inserted within either the
HTML elements or attributes of the form, including text �elds oraria-label attributes, referred
to as FI (text) and FI (aria) respectively in later sections. We choose the form as the carrier due to
its prevalence and intuitive nature for data submission in HTML. To further adapt our injections
into diverse and complex web environments, regardless of whether the website uses a form for data
submission, we introduce Mirror Injection. This strategy replicates the target element (which can
be other elements than forms for data submission, such as <input> in Fig. 2) to be attacked and
uses additional attributes, such asaria-label , to hold the persuasive instruction. MI presents
a greater challenge than FI for web agents to distinguish between benign target elements and their
malicious counterparts, as the carrier of the persuasive instruction closely mimics the original web
environment, including style and naming conventions, differing only in the addition of the injected
instruction in the auxiliary attributes. Overall, both strategies aim to seamlessly inject thePI into
web environments, resulting inh� as described in Eq. 4.

Auto-submission Mechanism:We further design an auto-submission mechanism to make the attack
feasible. Speci�cally, we eliminate the need for a button click to submit data. Instead, we employ a
JavaScript-based delay script that monitors the agent's typing activity on the injected elements. The
script automatically submits the private information to the external website once the agent has stopped
typing for a predetermined interval, set to one second in our implementation. After submission, the
injected elements are immediately removed from the DOM tree. This auto-submission process helps
avoid disrupting the normal �ow of the agent's operations after private information is leaked, thus
preserving the web agent's integrity and making the attack more adapted, as evidenced in Sec. 5.

Note that we only present the key ingredients for implementing EIA here. In real scenarios, attackers
can commit extra efforts to further re�ne and tailor the EIA for different targeted websites.

4 EXPERIMENTS

4.1 EXPERIMENTAL SETTINGS

Backbone LMMs of Web Agents.SeeAct (Zheng et al., 2024), as a SOTA web agent framework, can
be powered by different LMMs. Speci�cally, we experiment with the closed-source GPT-4V (Achiam
et al., 2023), open-source Llava-1.6-Mistral-7B (Liu et al., 2023a) and Llava-1.6-Qwen-72B (Li et al.,
2024), which are presented as LlavaMistral7B and LlavaQwen72B for brevity in the later experiments.
All experiments are conducted using A6000 48GB GPUs.

Evaluation Data. We collect evaluation data from Mind2Web (Deng et al., 2023), a widely used
dataset for developing and evaluating web agents. This dataset spans 137 real websites and includes a
total of 2,350 human-crafted tasks. We select those tasks that involve PII information. Speci�cally,
for each action step per task, we use both GPT-4 (Achiam et al., 2023) and GPT-4o (OpenAI, 2024)
to determine whether PII is involved and to identify the PII category. The prompt used to identify PII
and PII categories is included in App. K.

We then manually verify each action step and re-annotate the PII categories as needed. After �ltering
out low-quality data, we �nalize a set of 177 action steps (i.e., instances). These instances encompass
various categories of PII and diverse task types, providing a comprehensive dataset for studying
privacy attacks. Detailed information, including domain and PII distribution, is shown in App. G.1.
After obtaining those instances, we manually adapt corresponding realistic websites for each instance
(such as populating the sequence of executed actionsA t prior to the current action stepat on the
website) from the provided MHTML snapshot �les in the Mind2Web dataset.

To enable scalable evaluation, we implement an automatic script to inject malicious content through
EIA into the collected webpages. However, this automation may sacri�ce the adaptation quality
of EIA. For example, it can introduce extra white space when not properly adapted (App. D). In
real-world scenarios, attackers can invest more effort to customize the attacks for speci�c webpages,
ensuring better adaptation (Sec. 6).
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Table 1: ASR performance across three LMM backbones with different injection strategies in different
injection positions. The highest ASR across all settings is highlighted inbold. The last two columns
show the mean (variance) value of ASR over different backbones (with the highest marked byz) and
the benign success rate without attacks, respectively. The last row shows the average ASR at different
positions across various settings, with the highest value marked byy.

LMM Backbones Strategies
Positions

Mean (Var) SR
P+ 1 P+3 P+2 P+1 P � 1 P � 2 P � 3 P �1

LlavaMistral7B

FI (text) 0.13 0.11 0.13 0.16 0.14 0.14 0.09 0.01 0.11 (0.002)

0.10FI (aria) 0.07 0.08 0.08 0.07 0.03 0.05 0.04 0.02 0.06 (0.000)

MI 0.09 0.08 0.08 0.08 0.01 0.02 0.02 0.00 0.05 (0.001)

LlavaQwen72B

FI (text) 0.16 0.46 0.41 0.49 0.42 0.40 0.34 0.10 0.35 (0.018)

0.55FI (aria) 0.23 0.38 0.41 0.34 0.08 0.15 0.13 0.07 0.22 (0.016)

MI 0.04 0.30 0.41 0.43 0.07 0.10 0.07 0.01 0.18 (0.027)

GPT-4V

FI (text) 0.46 0.42 0.52 0.67 0.66 0.40 0.33 0.12 0.45z (0.028)

0.78FI (aria) 0.55 0.52 0.58 0.55 0.40 0.40 0.37 0.18 0.44 (0.015)

MI 0.44 0.53 0.61 0.70 0.25 0.28 0.21 0.04 0.38 (0.461)

Avg. Positions - 0.24 0.32 0.36 0.39y 0.23 0.21 0.18 0.06 - -

Evaluation Metrics. We adopt the step Success Rate (SR) as de�ned in Mind2Web (Deng et al.,
2023). An action stepat is considered successful if both the selected element and the predicted
operation (including values) are correct in the absence of attacks. To quantify attack performance, we
measure the ASR of the current stepat . An attack is deemed successful when the injected element is
selected and the typed values have a string-level similarity score4 greater than 0.95 compared to the
ground truth values5, for both adversarial targets we study.

4.2 EIA TO STEAL SPECIFICPII

Here, we �rst explore using EIA to leak the speci�c PII. Note that, with the opacity value� = 0 , the
injections are invisible and the screenshot appears benign. Hence, the compromised webpageh�

can only affect the action grounding (Eq. 3) without in�uencing the action generation (Eq. 2). The
affected action grounding stage under the EIA can be reformulated as follows:

(e� ; o� ; v� ) = � 2(f i; h � g; (e; o; v); T; A) (5)

Therefore, the web agent, being misled, willTYPE(o� ) the PII (v� ) into the injected element (e� ).

Performance of EIA. The attack performance using different injection strategies in different positions
is shown in Table 1. Note that different backbone LMMs vary substantially in their general capabilities
without attack, as demonstrated by the differences in step SR. However, regardless of whether the
step SR is low or high, EIA still remains relatively effective across these LMMs. Notably, attacks
against GPT-4V can achieve up to 70% ASR. This suggests that while more performant models can
effectively complete tasks, they are also more vulnerable to EIA, potentially leading to the leakage of
the user PII. This �nding aligns with conclusions from related studies (Carlini et al., 2021; Mo et al.,
2024b), which suggest that more capable models are also more vulnerable to adversarial attacks.

Sensitivity to Injection Position. Moreover, due to the dynamic and complex nature of web structure,
various positions are available for injection. Generally, we observe that injections placed near the
target elements achieve higher ASR compared to those higher or lower positions. In particular,
injections just above the target element, i.e., positionP+1 , exhibit the highest ASR on average
compared to those placed below. MI atP+1 achieves the highest ASR of 70% when using GPT-4V
among all settings. We believe that this is partly because the web agent perceives the maliciously
injected elements atP+1 before the target element (which is atP0), making it more likely to select
the injected element due to the inherent positional bias.

4https://docs.python.org/3/library/difflib.html#sequencematcher-objects
5We select a threshold of 0.95 after empirical testing, as this value proved to be the most accurate in handling

spacing issues in several full user requests within the Mind2Web dataset.
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Different Injection Strategies. MI achieves the highest ASR, likely because it mirrors the original
HTML styles and name conventions. It makes the web agent more prone to select the injected
elements through MI, which blends well with the rest of the webpage, compared to those by FI that
appear somewhat disjoint from the overall webpage. However, MI exhibits lower average ASR and
higher variance, which may indicate that the FI is more consistent across different injection positions.

4.3 EIA TO STEAL FULL USERREQUESTS

We now study another adversarial target: leaking full user request. Despite adjusting thePI accord-
ingly, we �nd that EIA fails to leak the full request, yielding an ASR ofzero. Upon examination,
action generation stage that precedes action grounding. Since action generation relies solely (Eq. 2)
on the screenshot, which appears benign due to� = 0. Thus, it continues to produce normal textual
descriptions(e; o; v), wherev indicates that the value to be �lled in the next action generation stage
should be the PII, rather than the full request.

In response to this limitation, we propose the approach to relax the opacity constraint by setting�
to a low, non-zero value to affect the action generation stage, termed as Relaxed-EIA. Speci�cally,
we adopt the strategyE: FI (text) for injecting thePI . To balance between being perceptible to web
agents and being inconspicuous to easy human detection, we empirically set� to 0.2. Meanwhile, the
full user request may contain multiple PIIs, therefore we set the positionP0 of speci�c PII involved
in each action step as the reference point when con�guring the injection position� . The website
under Relaxed-EIA can be found in App. E. Under Relaxed-EIA, the compromised action generation
is formulated as follows:

(e� ; o� ; v� ) = � 1(f i � g; T; A) where i � = � (h� ) and � 6= 0 (6)

and the compromisedv� will guide the subsequent action grounding stage to type the full request.

Relaxed-EIA Performance. Fig. 24 in App. J.1 shows the ASR of Relaxed-EIA. The ASR for
GPT-4V is no longer zero, indicating that the action generation process has been compromised to leak
the full request. However, the ASR for the other two LMMs remains at zero, which can be attributed
to GPT-4V's superior Optical Character Recognition (OCR) and instruction-following capabilities
compared to others, which aligns with the conclusion in Sec. 4.2. Overall, injections across positions
P+3 to P� 3 show consistently effective attack performance, with less sensitivity to different positions.
Particularly, positionP� 3 emerges as the most vulnerable one, yielding the highest ASR of 16%
for full request leakage. Besides, we �nd that Relaxed-EIA can slightly increase the accuracy of
selecting the injected element compared to EIA, as shown in App. J.2.

5 ATTACK DETECTION AND M ITIGATION

5.1 DETECTION ANALYSIS

In this section, we evaluate if (Relaxed-)EIA will be detected by a traditional web security tool and
by assessing the agent functional integrity. We focus on using GPT-4V in this section.

Traditional Web Security Tool . Web security has been studied for years with many successful and
useful detection tools. Particularly, we use VirusTotal (VirusTotal, 2023), a classical web malware
detection tool, to identify suspicious and malicious components within webpages after (Relaxed-)EIA
injection. However, we �nd thatnoneof these webpages were �agged as malicious or suspicious
by VirusTotal. Such failure of detection stems from the unique nature of the malicious content we
introduced. Unlike previous web threats typically associated with malicious executable code, our
approach involves insertingseemingly innocuous natural languageinto HTML content, which will
be overlooked by those traditional web security tools.

Agent Functional Integrity . It refers to the agent's ability to complete tasks as intended and
maintaining this integrity is essential for the attack to be less likely detected by the user. Any
disruption in normal operation could alert users to potential issues, possibly leading them to blacklist
the sites. To assess this aspect, we trace whether the agent can continue performing the user task
normally after leaking the user's private information (i.e., SR ofat +1 following the successful attack
at at ), denoted asASRpt . Particularly, once the action inat +1 either matches the action the agent
would have taken without the attack or corresponds to one of the remaining gold actions after the
attack step, it counts as a success.
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Figure 3: ASR andASRpt results for EIA (solid
line) and Relaxed-EIA (dashed line). Our attacks
do not affect the agent's functional integrity.

Figure 4: ASR results for EIA (solid line) and
Relaxed-EIA (dashed line) for the default SeeAct
and SeeAct with a defensive system prompt.

According to Fig. 3, it shows thatASRpt is very close toASR in both EIA (MI) and Relaxed-EIA,
indicating that our attacks barely affect subsequent actions of the web agent, partly due to the auto-
submission mechanism we designed. This �nding suggests that malicious websites employing these
attack methods can steal users' private information without noticeably affecting the agent's functional
integrity or the user interaction experience.

5.2 MITIGATION BY DEFENSIVESYSTEM PROMPT

We assess if the risks posed by EIA can be easily mitigated by a defensive system prompt. Particularly,
in the prompt, we warn the web agent about potential prompt injection to avoid any elements or
actions that are not typically found on the websites (three defensive prompts we tested in App. I).
Nevertheless, we �nd that this approach does not effectively counter the attack, as the ASRs remain
nearly identical to those with the default system prompt for both EIA (MI) and Relaxed-EIA (Fig. 4).
We hypothesize that this ineffectiveness stems from two factors: (1) ThePI we design appears as
benign guidance on the webpage, without explicitly conveying harmful information, and (2) the
model lacks a clear understanding of what a normal website should and should not contain.

6 DISCUSSIONS

Human Supervision.Web agents can be applied in various scenarios with different levels of human
supervision. Such varying degrees of oversight present a trade-off between autonomy and security. In
scenarios with high demands for autonomy, webpages are often not presented directly to the user,
leaving the web agent to operate with minimal supervision. This allows attackers to design more
explicit attacks without concerns on visual alteration, making the agents highly vulnerable. On the
other hand, when humans actively monitor the accessed websites, it becomes easier for them to spot
abnormal visual changes, such as those caused by Relaxed-EIA or the strange spaces occupied by
injected elementswhen not well adapted. However, sustained visual attention inevitably introduces
extra burdens to the users.

A balanced approach is to adjust the level of supervision based on task types. For tasks involving PII,
close supervision over the web agent is essential to ensure safety, including requiring permission or
veri�cation before entering sensitive information. In contrast, tasks focused on information-seeking
typically bene�t from higher autonomy to reduce user burden. However, implementing this approach
presents challenges. For instance, if a user is trying to book a �ight (a task involving PII) via a web
agent during driving, maintaining constant supervision becomes impractical. Additionally, while
information-seeking tasks may not directly involve private data, unauthorized leakage of what the
user is searching for, for example through Relaxed-EIA, can still violate users' privacy rights.

But even with human supervision, is it as effective as one would assume? A successful attack
on ChatGPT's memory feature (SystemWeakness, 2023) indicates that human oversight is often
unreliable; users may copy text from an attacker's website and send it to ChatGPT without even
noticing the malicious prompt injected within the copied content. With such unreliable supervision,
an injection through Relaxed-EIA placed at the bottom of a page (i.e.,� = P�1 ) may go unnoticed
if the user does not scroll to the end. Furthermore, even high levels of supervision may not detect
whether a website has been compromised, especially when the attack is well-adapted. In App. B, we
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present �ve examples where EIA is adapted almost seamlessly into webpages (oftentimes without
signi�cant efforts by attackers), resulting in compromised sites that appear highly benign or nearly
identical to the original ones. These compromised pages, with minimal or no visual changes, would
be extremely hard for users to detect.

Implications over Defenses in Pre- and Post-Deployment of Websites.We have discussed one
of the most well-known tools, VirusTotal, to examine webpages in Sec. 5, which could be seen as
potential defenses at the website pre-deployment stage. The failures of detection highlight the need
for more advanced and dedicated web malware detection tools to combat the unique threats, natural
language injection, arising from LLM-based web agents. One possible solution is to use a prede�ned
list of sensitive keywords to �lter webpage content. However, the persuasive instructions in our attack
primarily consist of normal sentences. For example, a phrase like “This is the right place to type
...” might appear as a benign guidance message on the web, making it hard for keyword �ltering to
detect. Another defense approach is to �lter out non-visible elements with zero opacity. However,
many legitimate elements initially have zero opacity for reasons like transitions or animations, before
becoming visible and interactive. Distinguishing between benign and malicious elements in such
cases is dif�cult. Blanket exclusion of all such elements could disrupt the website's intended �ow or
functionality, resulting in a poor user experience.

Defensive system prompts and monitoring agent functional integrity can both be considered as defense
strategies at the website post-deployment stage. Although we have demonstrated that one speci�c
type of system prompt defense cannot mitigate the EIA, we acknowledge that other works (Chen et al.,
2024; Wallace et al., 2024) have proposed methods to prioritizeinstructionsoverdatato counter
injection attacks. However, such indiscriminate prioritization of instructions over data (Wallace et al.,
2024; Hines et al., 2024) can potentially compromise the utility of web agents, as many instructive
messages are embedded within webpage elements (data). For example, descriptive text explaining an
element's purpose or aria labels specifying form functionality provide essential context for effective
web navigation and interaction. Ignoring these data will impair the agent's ability to understand and
interact with web environments effectively, thus compromising its functional integrity. This highlights
the need for approaches that balance effective defenses with preserving original functionalities.

Uniqueness and Importance of EIA.More details can be found in App. N. In summary, under the
same threat model aforementioned, traditional web attacks, such as obfuscated JavaScript or injecting
transmission scripts into HTML forms, can leak speci�c PII that users type into particular �elds.
However, EIA goes beyond this by being able to leak the user's full request, which is a high-level
instruction provided to the web agent to guide its interactions with websites for task completion. Since
this request is not typed directly on the webpage, traditional attacks designed to target user-typed
PII (e.g., recipient name in Fig. 1) cannot access or leak it. Importantly, the full request contains
additional information beyond speci�c PII, and leaking it could lead to even more serious privacy
risks (Sec. 3.2). Furthermore, we emphasize the importance of investigating new attack methods
targeting the expanded attack surface and discuss how EIA can motivate future work to explore novel
adversarial targets—beyond the reach of traditional web attacks—with the ultimate goal of building
robust web agents.

Limitations regarding of�ine setting and restricted exploration of different injections in App. F.

7 CONCLUSION

Our work explores potential privacy leakage issues posed by generalist web agents. We �rst develop
a realistic threat model and then introduce a novel attack approach, dubbed EIA. We apply it to one
of the SOTA generalist web agent frameworks, SeeAct. Our experiments demonstrate the ef�cacy of
our attacks in leaking users' speci�c PII and full requests by exploring different adaptation strategies.
Additionally, we show that these attacks are challenging to detect and mitigate. We further discuss the
trade-off between autonomy and security, highlighting the challenges of incorporating different levels
of human supervision in web agent applications. Moreover, we show that with extra effort, attackers
can seamlessly adapt the attacks into webpages, making human supervision unreliable. Finally,
we discuss the implications for defense strategies at both the pre- and post-deployment stages of
websites without human supervision, and emphasize the uniqueness and importance of EIA compared
to traditional web attacks. Overall, our study underscores the necessity for more comprehensive
explorations of the privacy leakage risks posed by generalist web agents.
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ETHICS STATEMENT

This work introduces a new type of attack, EIA, which could potentially mislead web agents to leak
users' private information, posing a security risk if exploited by attackers. However, it is crucial to
emphasize that our research methodology is designed to investigate this risk without compromising
real user privacy. Our evaluation data is derived from the Mind2Web dataset (Deng et al., 2023)
which is public and cached of�ine, eliminating the need for attacks on live websites. Additionally,
although the tasks and contained PII categories are based on real user needs, the speci�c PII used
is fabricated, guaranteeing that no actual user data is at risk. This allows us to conduct a thorough
assessment of potential vulnerabilities while maintaining strict ethical standards.

Besides, while we achieve relatively high ASR results on attacking the current SOTA web agent, it
is important to note that web agent technology is still in its early developmental stages and not yet
ready for real-life deployment. Therefore, our attack does not pose immediate real-world threats at
present. Nevertheless, the �eld of web agents is rapidly evolving, with signi�cant research efforts
being invested. For instance, the community is actively developing more powerful multimodal models
as backbone architectures and implementing sophisticated techniques such as Monte Carlo Tree
Search to enhance effectiveness (Putta et al., 2024). Given this rapid progress, it is imperative to
identify and address potential security vulnerabilities before web agents become widely deployed in
real-life scenarios. Our research serves as a proactive step in this direction by assessing the privacy
risks of EIA and demonstrating its attack effectiveness. The primary goal of our work is not to
facilitate the malicious application of this attack. Rather, we aim to draw attention to risks that may
emerge alongside advancements in web agent techniques. Ultimately, our research contributes to the
development of robust and reliable web agents that can be safely deployed in real-world scenarios.

REPRODUCIBILITY STATEMENT

In Sec. 4.1, we provide details on the LMM backbones and describe how we adapt the evaluation data
that contains PII from the Mind2Web dataset. We also clearly de�ne the success rate and different
variants of attack success rate (i.e., ASR, ASRpt and ASRo) used in different experiments, along with
the threshold values applied during the evaluation. Upon acceptance, we will open-source our all
related materials, including the running results in our work.
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A SCREENSHOT OF THE BENIGNGAMESTOP WEBPAGE

Fig. 5 presents the rendered screenshot of the original bengin GameStop website, which is the same
one used in Fig. 1.

Figure 5: Screenshot of the benign normal website.
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B NEAR-SEAMLESS ADAPTATION OFEIA

We present a series of screenshots showcasingalmost seamlesslyinjection of EIA. Even users,
when visually inspecting these webpages with high human supervision, are hard to detect anomalies
or discern the presence of our injected content. Speci�cally, we showcase �ve pairs of webpages:
the original versions (Figs. 6–10) and their counterparts with additional mark in red indicating the
location of the injections (Figs. 11–15 in App. C).

Four of these examples (Figs. 7–10) can be well adapted when placed in certain positions we study in
our paper, i.e.,� = Pn andn 2 f� 1; � 2; � 3g.

For the GameStop example (Fig. 6), we �nd that it is hard to make the EIA well adapted by only
exploring different� . Thus, we pretend as attackers and carefully devote some effort to adjust
the injection position and size of the injected element to make the malicious elements visually
indistinguishable from the benign webpage (Fig. 5). Such attackers' effort is both reasonable and
expected in real attack scenarios. A malicious actor would �ne-tune the injection position and the
injected element to blend seamlessly with the benign website, making the attack visually stealthy. In
some cases, they might even create a visually identical replica of the original webpage to deceive
users (Fig. 5 and Fig. 6). With emerging software engineering agents that are good at programming,
these malicious techniques could become accessible even to less technically skilled individuals with
harmful intentions, posing signi�cant threats to the safety of web agents and their users. We also
evaluate SeeAct on these webpages with well-adapted EIA and achieve 4/5 ASR to leak user speci�c
PII.

Figure 6: Gamestop webpage with well adapted injection. The injection is further �ne-tuned with
human efforts to make it fully visually stealthy.
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Figure 7: HealthGrades webpage with well adapted injection.

Figure 8: United Airline webpage with well adapted injection.
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Figure 9: Bene�tsCal webpage with well adapted injection.

Figure 10: Amazon webpage with well adapted injection.
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C NEAR-SEAMLESS ADAPTATION OFEIA WITH ADDITIONAL MARK IN RED

The red dashed square shows the invisible injection in the webpage.

Figure 11: Gamestop webpage with well adapted injection and additional mark in red showing the
invisible injection.

Figure 12: HealthGrades webpage with well adapted injection and additional mark in red showing
the invisible injection.
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