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ABSTRACT

Although machine learning is a powerful tool for science, its black-box nature hin-
ders the extraction of interpretable knowledge. In particular, although Multi-Layer
Perceptrons (MLPs) are universal approximators, it is challenging to interpret
what MLPs are doing under the hood. This paper, inspired by the Kolmogorov-
Arnold representation theorem, proposes Kolmogorov-Arnold Networks (KANs)
as promising alternatives to MLPs, especially when interpretability is desired.
While MLPs have fixed activation functions on nodes (“neurons”), KANs have
learnable activation functions on edges (“weights”). KANs learn interpretable 1D
functions on their edges whose connection graph is also simple enough to be ex-
plained. Through two examples in mathematics and physics, KANs are shown to
be useful “collaborators” helping scientists (re)discover mathematical and physi-
cal laws. Moreover, KANs are shown to be more accurate and have faster scaling
laws than MLPs in function fitting and PDE solving, both theoretically and empir-
ically. However, we admit that training KANs could be slower than MLPs, which
should be addressed in the future to scale them up.
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Figure 1: Multi-Layer Perceptrons (MLPs) vs. Kolmogorov-Arnold Networks (KANs)

1 INTRODUCTION

Multi-layer perceptrons (MLPs) Haykin (1994); Cybenko (1989); Hornik et al. (1989), also known
as fully-connected feedforward neural networks, are foundational building blocks of today’s deep
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learning models. The importance of MLPs can never be overstated, since they are the default mod-
els in machine learning for approximating nonlinear functions, due to their expressive power guar-
anteed by the universal approximation theorem Hornik et al. (1989). However, MLPs often lack
interpretability, which makes them less useful for tasks when interpretability is key, e.g., when we
want to extract symbolic formulas from datasets. In science, symbolic functions are prevalent, e.g.,
E = mc2 (energy-mass relation), r = a

1+ecosθ (ellipse), p = e−
E
kT =Z (Boltzman distribution).

Although MLPs can numerically approximate these functions to a reasonable accuracy, they cannot
reveal symbolic structures of these equations.

Therefore, we need a representation theorem that is more aligned with symbolic representations
than the universal approximation theorem. In our search, the good old Kolmogorov-Arnold repre-
sentation theorem (KA theorem) came to our attention. Although the KA theorem has long been
considered irrelevant for learning Girosi & Poggio (1989) because the theorem does not guarantee
smoothness, we are more optimistic about the smoothness of deeper representations. For example,
as we will show, f(x1; x2; x3; x4) = exp(sin(x21 + x22) + sin(x23 + x24)) can be smoothly repre-
sented by a three-layer network, but a two-layer network that attempts to fit this function leads to
pathological representations.

Unsurprisingly, the possibility of using Kolmogorov-Arnold representation theorem to build neural
networks has been studied Sprecher & Draghici (2002); Köppen (2002); Lin & Unbehauen (1993);
Lai & Shen (2021); Leni et al. (2013); Fakhoury et al. (2022); Montanelli & Yang (2020). However,
most work has stuck with the original depth-2 width-(2n+ 1) representation, and many did not have
the chance to leverage more modern techniques (e.g., back propagation) to train the networks. Our
contribution lies in generalizing the original Kolmogorov-Arnold representation to arbitrary widths
and depths, revitalizing and contextualizing it in today’s deep learning world, as well as using empir-
ical experiments to highlight its potential for AI + Science due to its accuracy and interoperability.

Named after the two great Mathematicians, Andrey Kolmogorov and Vladimir Arnold, this new
type of network is called the Kolmogorov-Arnold Network (KAN). Like MLPs, KANs have fully-
connected structures. However, while MLPs place fixed activation functions on nodes (“neurons”),
KANs place learnable activation functions on edges (“weights”), as illustrated in Figure 1. Each
learnable weight parameter in an MLP is replaced by a learnable 1D function (parametrized as a
spline) in a KAN. KANs’ nodes simply sum incoming signals without applying any non-linearities.

Although interpretability is our initial motivation to develop KANs, KANs demonstrate impressive
accuracy and fast scaling laws as well, both theoretically and empirically. Despite their elegant
mathematical interpretation, KANs are nothing more than combinations of splines and MLPs, lever-
aging their respective strengths and avoiding their respective weaknesses. Splines are accurate for
low-dimensional functions but suffer from curse of dimensionality (COD) problem. MLPs, On the
other hand, suffer less from COD thanks to their ability to learn features and compositional structure,
but are less accurate than splines in low dimensions. KANs have MLPs on the outside and splines
on the inside, combining the best of two things into one.

The paper is organized as follows: In Section 2, we introduce the KAN architecture, analyze the
network’s approximation ability, and propose two training techniques to make KANs interpretable
and accurate. In Section 3, we show that KANs are interpretable and can be used for scientific
discoveries. We use two examples from mathematics (knot theory) and physics (Anderson local-
ization) to demonstrate that KANs can be helpful “collaborators” for scientists to (re)discover math
and physical laws. In Section 4, we show that KANs are more accurate than MLPs for data fitting
and PDE solving with better scaling laws. We conclude in Section 5. Due to limited space, we defer
related works to Appendix Y and discussion to Appendix Z.

2 KOLMOGOROV–ARNOLD NETWORKS (KAN)

Multi-Layer Perceptrons (MLPs) are inspired by the universal approximation theorem. We instead
focus on the Kolmogorov-Arnold representation theorem, which can be realized by a new type of
neural network called Kolmogorov-Arnold networks (KAN). We review the Kolmogorov-Arnold
theorem in Section 2.1, to inspire the design of Kolmogorov-Arnold Networks in Section 2.2. Sec-
tion 2.3 provides mathematical description of KANs’ expressive power. Section 2.5 and Section 2.4
propose techniques to make KANs accurate and interpretable.
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2.1 KOLMOGOROV-ARNOLD REPRESENTATION THEOREM

Vladimir Arnold and Andrey Kolmogorov established that if f is a multivariate continuous function
on a bounded domain, then f can be written as a finite composition of continuous functions of a
single variable and the binary operation of addition. More specifically, for a smooth f : [0; 1]n ! R,

f(x) = f(x1; � � � ; xn) =

2n+1X
q=1

�q

 
nX

p=1

�q,p(xp)

!
; (1)

where �q,p : [0; 1] ! R and �q : R ! R. In a sense, they showed that the only true multivariate
function is addition, since every other function can be written using univariate functions and sum.
One might naively consider this great news for machine learning: learning a high-dimensional func-
tion boils down to learning a polynomial number of 1D functions. However, these 1D functions can
be non-smooth and even fractal, so they may not be learnable in practice Poggio et al. (2020). Be-
cause of this pathological behavior, the Kolmogorov-Arnold representation theorem was regarded
as theoretically sound but practically useless Poggio et al. (2020).

However, we are more optimistic about the usefulness of the Kolmogorov-Arnold theorem for ma-
chine learning. First of all, we need not stick to the original Eq. (1) which has only two-layer
non-linearities and a small number of terms (2n + 1) in the hidden layer: we will generalize the
network to arbitrary widths and depths. Deeper and wider networks potentially have stronger ex-
pressive power with smooth functions. Moreover, most functions in science and daily life are often
smooth and have sparse compositional structures Lin et al. (2017), potentially facilitating smooth
Kolmogorov-Arnold representations.

2.2 KAN ARCHITECTURE

Suppose we have a supervised learning task consisting of input-output pairs fxi; yig, where we want
to find f such that yi � f(xi) for all data points. Eq. (1) implies that we are done if we can find
appropriate univariate functions �q,p and �q . This inspires us to design a neural network which
explicitly parametrizes Eq. (1). Since all functions to be learned are univariate functions, we can
parametrize each 1D function as a B-spline curve, with learnable coefficients of local B-spline basis
functions 1. Now we have a prototype of KAN, whose computation graph is exactly specified by
Eq. (1) and illustrated in Figure 1 (b) (with the input dimension n = 2), appearing as a two-layer
neural network with activation functions placed on edges instead of nodes (simple summation is
performed on nodes), and with width 2n+ 1 in the middle layer.

As mentioned, such a network is known to be too simple to approximate any function arbitrarily
well in practice with smooth splines! We therefore generalize our KAN to be wider and deeper. The
key insight comes from the analogy between MLPs and KANs. In MLPs, once we define a layer
(which is composed of a linear transformation and nonlinearties), we can stack more layers to make
the network deeper. To build deep KANs, we should first answer: “what is a KAN layer?” It turns
out that a KAN layer with nin-dimensional inputs and nout-dimensional outputs can be defined as a
matrix of 1D functions

� = f�q,pg; p = 1; 2; � � � ; nin; q = 1; 2 � � � ; nout; (2)

where the functions �q,p have trainable parameters (parameterized as B-splines, see Appendix I), as
detaild below. In the Kolmogov-Arnold theorem, the inner functions form a KAN layer with nin = n
and nout = 2n + 1, and the outer functions form a KAN layer with nin = 2n + 1 and nout = 1.
So the Kolmogorov-Arnold representations in Eq. (1) are simply compositions of two KAN layers.
Now it becomes clear what it means to have deeper Kolmogorov-Arnold representations: simply
stack more KAN layers! The shape of a general KAN is represented by an integer array

[n0; n1; � � � ; nL]; (3)

where ni is the number of nodes in the ith layer of the computational graph. We denote the ith
neuron in the lth layer by (l; i), and the activation value of the (l; i)-neuron by xl,i. Between layer l
and layer l+ 1, there are nlnl+1 activation functions: the activation function that connects (l; i) and
(l + 1; j) is denoted by

�l,j,i; l = 0; � � � ; L� 1; i = 1; � � � ; nl; j = 1; � � � ; nl+1: (4)

1Details in Appendix I and illustrated in Figure 18 right.
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The pre-activation of� l;j;i is simply x l;i ; the post-activation of� l;j;i is denoted by~x l;j;i �
� l;j;i (x l;i ). The activation value of the(l + 1 ; j ) neuron is simply the sum of all incoming post-
activations:

x l +1 ;j =
n lX

i =1

~x l;j;i =
n lX

i =1

� l;j;i (x l;i ); j = 1 ; � � � ; nl +1 : (5)

In matrix form, this reads

x l +1 =

0

B
B
@

� l; 1;1(�) � l; 1;2(�) � � � � l; 1;n l (�)
� l; 2;1(�) � l; 2;2(�) � � � � l; 2;n l (�)

...
...

...
� l;n l +1 ;1(�) � l;n l +1 ;2(�) � � � � l;n l +1 ;n l (�)

1

C
C
A

| {z }
� l

x l ; (6)

where� l is the function matrix corresponding to thel th KAN layer. A general KAN network is a
composition ofL layers: given an input vectorx0 2 Rn 0 , the output of KAN is

KAN( x) = ( � L � 1 � � L � 2 � � � � � � 1 � � 0)x : (7)

We can also rewrite the above equation to make it more analogous to Eq. (1), assuming output
dimensionnL = 1 , and de�nef (x) � KAN( x):

f (x) =
n L � 1X

i L � 1 =1

� L � 1;i L ;i L � 1

0

@
n L � 2X

i L � 2 =1

� � �

 
n 2X

i 2 =1

� 2;i 3 ;i 2

 
n 1X

i 1 =1

� 1;i 2 ;i 1

 
n 0X

i 0 =1

� 0;i 1 ;i 0 (x i 0 )

!!!

� � �

1

A ;

(8)
which is quite cumbersome. In contrast, our abstraction of KAN layers and their visualizations are
cleaner and intuitive. The original Kolmogorov-Arnold representation Eq. (1) corresponds to a 2-
Layer KAN with shape[n; 2n + 1 ; 1]. Notice that all the operations are differentiable, so we can
train KANs with back propagation. For comparison, an MLP can be written as interleaving of af�ne
transformationsW and non-linearities� :

MLP( x) = ( W L � 1 � � � W L � 2 � � � � � � � W 1 � � � W 0)x : (9)

It is clear that MLPs treat linear transformations and nonlinearities separately asW and� , while
KANs treat them all together in� . In Figure 1 (c) and (d), we visualize a three-layer MLP and a
three-layer KAN, to clarify their differences. Implementation details of KANs are left in Appendix I.

Remark: Complexities. Assuming a KAN with depthL , width N , grid sizeG, spline orderk.
The model hasO(N 2GL) parameters. Suppose a training batch has sizeB , memory usage is
O(2k BN 2GL), the number of operations isO(2k BN 2GL) both for forward and backward runs.
The2k factor is due to the recursive computation of orderk splines.

2.3 KAN' S APPROXIMATION ABILITIES AND SCALING LAWS

Recall that in Eq. (1), the 2-Layer width-(2n + 1) representation may be non-smooth. However,
deeper representations may bring the advantages of smoother activations. To facilitate an approx-
imation analysis, we still assume smoothness of activations, but allow the representations to be
arbitrarily wide and deep, as in Eq. (7). To emphasize the dependence of our KAN on the �nite set
of grid points, we use� G

l and� G
l;i;j below to replace the notation� l and� l;i;j used in Eq. (5) and

(6).

Theorem 2.1(Approximation theory, KAN). Let x = ( x1; x2; � � � ; xn ). Suppose that a function
f (x) admits a representation

f = ( � L � 1 � � L � 2 � � � � � � 1 � � 0)x ; (10)

as in Eq.(7), where each one of the� l;i;j are (k + 1) -times continuously differentiable. Then
there exists a constantC depending onf and its representation, such that we have the following
approximation bound in terms of the grid sizeG: there existk-th order B-spline functions� G

l;i;j
such that for any0 � m � k, we have the bound

kf � (� G
L � 1 � � G

L � 2 � � � � � � G
1 � � G

0 )xkC m � CG� k � 1+ m : (11)

Here we adopt the notation ofCm -norm measuring the magnitude of derivatives up to orderm:

kgkC m = max
j � j� m

sup
x 2 [0;1]n

�
�D � g(x)

�
� :
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We leave the proof and an in-depth discussion on the implication of the theorem in Appendix J.
Asymptotically, provided that the assumption in Theorem 2.1 holds, KANs with �nite grid size
can approximate the function well with a residue rate independent of the dimension. This comes
naturally since we only use splines to approximate 1D functions. In particular, form = 0 , we
recover the accuracy inL 1 norm, which in turn provides a bound of RMSE on the �nite domain,
which gives a scaling exponentk + 1 . Of course, the constantC is dependent on the representation;
hence it will depend on the dimension. Notice that if the assumption in the theorem holds for a
shallow KAN, it automatically holds for a deeper KAN by setting the remaining layers to identity.
A more general version of approximation theory in larger function class can be found in Wang
et al. (2024b). More discussion on how our results are related to neural scaling laws is included in
Appendix K. We also remark that: since the assumption in the theorem is a strong one, the neural
scaling law should not be expected to be universally applicable to all machine learning applications.
Now the basic architecture of KANs is in place, we propose a few techniques to make KANs accurate
and interpretable.

2.4 TRICKS FOR INTERPRETABILITY: PRUNING AND SYMBOLIFYING KAN S

How do we choose the KAN shape? If we know that the dataset is generated via the symbolic
formula f (x; y) = exp(sin( �x ) + y2), then we know that a[2; 1; 1] KAN is able to express this
function. However, in practice we do not know the shape a priori, so it would be nice to have
approaches to determine this shape automatically. The idea is to start from a large enough KAN
and train it with sparsity regularization followed by pruning. One may even symbolify activation
functions into symbolic functions like exp, sine, etc, to make KANs a useful tool for symbolic
regression. The idea is to match learned spline functions with candidates in a symbolic function
library speci�ed by human users and replace the spline functions with the best-�tting ones. Details
of these simpli�cation tricks are included in Appendix M.

2.5 A TRICK FOR ACCURACY: GRID UPDATE AND GRID EXTENSION

Grid update Since input data and (especially) hidden activations can have time-varying ranges in
training, we update grids on the �y based on the statistics of input/activation ranges. The grid is
initialized to be in [-1,1] (e.g., whenG = 5 , the grid points are [-1, -0.6, -0.2, 0.2, 0.6, 1.0]),
but once it receives input/activations, say, in the range [-3,3] (the maximum and minimum values
are 3 and -3, respectively), the grid will be updated to [-3,3] (correspondingly, grid points become
[-3,-1.8,-0.6,0.6,1.8,3.0]) to accommodate the whole range.

Grid extension A spline can be made arbitrarily accurate to a target function as the grid can be
made arbitrarily �ne-grained. This good feature can be inherited by KANs. By contrast, MLPs do
not have the notion of “�ne-graining”. For KANs, one can �rst train a KAN with fewer parameters
and then extend it to a KAN with more parameters by simply making its spline grids �ner, without
the need to retrain the larger model from scratch. The main idea of grid extension is: for each 1D
function de�ned on a coarse grid, we determine the coef�cient of a �ner grid using least squares
that minimize the difference between the two curves evaluated on data samples. Details of how to
perform grid extension are included in Appendix L and in Figure 18.

2.6 BENEFITS OF DEEPKAN S

It is one of our major contributions to generalize the 2-layer KA representations to multiple layers.
Although it is challenging to prove the bene�ts of deeper KANs theoretically, we want to present a
concrete example where 3-layer KANs admit smooth representations while 2-layer KANs do not.
We consider �tting a functionf (x1; x2; x3; x4) = exp( 1

2 (sin(� (x2
1 + x2

2)) + sin( � (x2
3 + x2

4))))
where we draw samples (3000 training, 1000 training) uniformly from[� 1; 1]4. We train a 3L
KAN ([4,2,1,1]) and a 2L KAN ([4,9,1]) with the LBFGS optimizer for 250 steps, with increasing
G = 3 ; 5; 10; 20; 50 (50 steps for eachG). As shown in Figure 2, we see that the 3-layer KAN
has smooth representations (as expected, since the parse tree of the symbolic formula has depth 3),
while the 2-layer KAN learns highly oscillatory functions on some edges. The 3-layer KAN also
achieves lower losses than the 2-layer KAN. While the 3-layer KAN has a small train-test gap, the
2-layer KAN starts to over�t at large grid sizes.

3 KANS ARE INTERPRETABLE

In this section, we show that KANs can be interpretable on synthetic toy tasks and realistic research
questions in math and physics.
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Figure 2: Fitting the functionf (x1; x2; x3; x4) = exp( 1
2 (sin(� (x2

1 + x2
2)) + sin( � (x2

3 + x2
4)))) .

(a) 3-Layer KAN admits smooth representations. (b) The 2-Layer KAN learns highly oscillatory
representations. (c) The 3-layer KAN achieves lower losses and has a smaller train-test gap than the
2-layer KAN.

Figure 3: KANs are interpretable for simple symbolic tasks.

Synthetic toy datasetsWe �rst examine KANs' ability to reveal the compositional structures in
symbolic formulas. Three examples are presented in Figure 3. KANs are able to reveal the com-
positional structures present in these formulas, as well as learn the correct univariate functions. (1)
Multiplication f (x; y) = xy. KAN computes it via the equation2xy = ( x + y)2 � (x2 + y2).
(2) Division of positive numbersf (x; y) = x=y. KAN computes it viaexp(logx � logy). (3)
Deeper compositionsf (x1; x2; x3; x4) = exp(sin( x2

1 + x2
2) + sin( x2

3 + x2
4)) . Discussion about the

implications of these examples is left in Appendix R. We also discussed an unsupervised learning
paradigm and how we can convert unsupervised learning to supervised learning by borrowing ideas
from contrastive learning, detailed in Appendix S.

Application to Mathematics: Knot Theory Knot theory is a subject in low-dimensional topology
that sheds light on topological aspects of three-manifolds and four-manifolds and has a variety of
applications, including in biology and topological quantum computing. In Davies et al. (2021),
supervised learning and human domain experts were utilized to arrive at a new theorem relating
algebraic and geometric knot invariants. They use network attribution methods to �nd that the
signature� is mostly dependent on meridinal distance� (real� r , imag� i ) and longitudinal distance
� . We show that KANs can not only identify these important variables with much smaller networks
and much more automation, but also present some interesting new results and insights.

We treat 17 knot invariants as inputs and signature as outputs. Similar to the setup in Davies
et al. (2021), signatures (which are even numbers) are encoded as one-hot vectors and networks are
trained with cross-entropy loss. We �nd that an extremely small[17; 1; 14] KAN is able to achieve
81:6% test accuracy (while DeepMind's 4-layer width-300 MLP achieves 78% test accuracy). The
[17; 1; 14]KAN (G = 3 , k = 3 ) has� 200parameters, while the MLP has� 3� 105 parameters. It
is remarkable that KANs can be both more accurate and much more parameter ef�cient than MLPs
at the same time. In terms of interpretability, we scale the transparency of each activation according
to its magnitude, so it becomes immediately clear which input variables are important without the
need for feature attribution (see Figure 4 left top): signature is mostly dependent on� r , and slightly
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Figure 4: Knot dataset. Supervised mode (left): we rediscover DeepMind's three important vari-
ables. Unsupervised mode (right): we discover three “new” relations without supervision.

dependent on� i and � , while dependence on other variables is small. We then train a[3; 1; 14]
KAN on the three important variables, obtaining test accuracy78:2% (Figure 4 left bottom). More
ablation results and symbolic formula results are included in Appendix T.

We attempt to make discoveries beyond DeepMind's in the unsupervised learning mode, where we
treat all 18 variables (including signature) as inputs. We train 200 networks with different random
seeds. They can be grouped into three clusters, with representative KANs displayed in Figure 4.
These three groups of dependent variables are (1) rediscovering DeepMind's relation in unsuper-
vised learning. (2) cusp volume is by de�nition of the multiplication of two translations. (3) short
geodesicgr is upper bounded by two times of injecitivy radius Petersen (2006). It is interesting
that KANs' unsupervised mode can rediscover several known mathematical relations. The good
news is that the results discovered by KANs are probably reliable; the bad news is that we have
not discovered anything new yet. It is worth noting that we have chosen a shallow KAN for simple
visualization, but deeper KANs can probably �nd more relations if they exist. We would like to
investigate how to discover more complicated relations with deeper KANs in future work.

Remark: symbolic regression benchmarksWe have presented KANs' interpretability as an in-
teractive tool with human users. However, as a network-based method, its strong capability (in
�tting even non-symbolic functions) makes it unfavorable for standard symbolic regression bench-
marks. For example, KAN ranks second-to-last in GEOBENCH (Anonymous, 2024), whereas the
last-ranked one EQL is also a network-based model, which has been shown to be useful at least for
certain problems (Martius & Lampert, 2016; Dugan et al., 2020) despite its inability to do well on
benchmarks. On the one hand, we would like to explore ways to restrict KANs' hypothesis space so
that KANs can achieve good performance on symbolic regression benchmarks. On the other hand,
we want to point out that KANs have good features that are not re�ected by existing benchmarks: (1)
interactivity. It is relatively easier to visualize the training dynamics of KANs, which gives human
users intuition on what could go wrong hence facilitating debugging. (2) The ability to “discover”
new functions. If the ground truth formula contains a special function but is not given in the sym-
bolic library, SR methods will fail. However, KANs can discover the need for a new function whose
numerical behavior suggests maybe it is a Bessel function; see Figure 23 (d) for an example.

4 KANS ARE ACCURATE

In this section, we demonstrate that KANs are more accurate at representing functions than MLPs
in various tasks (regression and PDE solving). When comparing two families of models, it is fair
to compare both their accuracy (loss) and their complexity (number of parameters). Moreover, in
Appendix Q, we show that KANs can naturally work in continual learning without catastrophic
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forgetting. All experiments reported in the paper are reproducible on CPUs usually within minutes,
at most in a day. Codes are built based on pytorch Paszke et al. (2019).

Figure 5: Compare KANs to MLPs on �ve toy examples. KANs can almost saturate the fastest
scaling law predicted by our theory(� = 4) , while MLPs scales slowly and plateau quickly.

Toy datasetsIn Section 2.3, our theory suggested that test RMSE loss` scales as̀ / N � (k+1) =
N � 4(k = 3) with model parametersN . However, this relies on the existence of a smooth
Kolmogorov-Arnold representation. As a sanity check, we construct �ve examples we know have
smooth KA representations: (1)f (x) = J0(20x), which is the Bessel function. Since it is a univari-
ate function, it can be represented by a spline, which is a[1; 1] KAN. (2) f (x; y) = exp(sin( �x ) +
y2). We know that it can be exactly represented by a[2; 1; 1] KAN. (3) f (x; y) = xy. We know
from Figure 3 that it can be exactly represented by a[2; 2; 1] KAN. (4) A high-dimensional exam-
ple f (x1; � � � ; x100) = exp( 1

100

P 100
i =1 sin2( �x i

2 )) which can be represented by a[100; 1; 1] KAN.
(5) A four-dimensional examplef (x1; x2; x3; x4) = exp( 1

2 (sin(� (x2
1 + x2

2)) + sin( � (x2
3 + x2

4))))
which can be represented by a[4; 4; 2; 1] KAN. The empirical scaling for KANs is quite aligned
with theory and outperforms MLPs. Details of training are included in Appendix N.

Special functionsIn practice, we may not know the existence of KA representations. Special func-
tions of more than one variables are such cases, e.g., a Bessel functionf (�; x ) = J � (x). We collect
15 special functions common in math and physics, summarized in Table 9 in Appendix O. We �nd
that: (1) KANs are more ef�cient and accurate in representing special functions than MLPs, as
shown in Figure 6. In all cases, KANs have better pareto frontiers than MLPs. (2) Finding (approx-
imate) compact KA representations of special functions is possible, revealing novel mathematical
properties of special functions from the perspective of Kolmogorov-Arnold representations. Details
are included in Appendix O.

Fitting Images We task KANs with three images: (1) The Cameraman picture is the standard picture
for the image �tting task. (2) The turbulence pro�le is taken from PDEBench Takamoto et al.
(2022), demonstrating high-frequency and fractal behavior typical in scienti�c computing. (3) Van
Gogh's The Starry Nightis quite challenging because it contains �ne-grained details as well. In
addition to MLPs, We compare KANs with these stronger baselines: (A) MLP with random Fourier
features (MLP_RFF). Before feeding input coordinatesx � (x; y) to the MLP, we �rst augment
them into a higher-dimensional feature space�( x) = ( x; � 1(x); � � � ; � N f (x)) , where� i (x) =
(cos(si � x ); sin(si � x )) ; i = 1 ; � � � ; N f , andsi � N (0; s2) (s controls the frequency bias). We
chooseN f = 50 ands = 3 ; 30. (B) SIREN (Sitzmann et al., 2020) uses sines as activation functions
in MLPs and uses large initialization for the �rst layer (effectively creating high-frequency features).
To compare KANs and baselines as fairly as possible, we try two control strategies (same shape or
as,e number of parameters) and report both performance (measured by PSNR) and ef�ciency (wall
time). All methods are listed below in Table 1. For all baseline models, 1 means their width is the
same as KAN 1, while 2 means their number of parameters is (approximately) the same as KAN 1
(
p

G times wider, whereG = 10 is the grid size used in KAN 1). We also explore KAN 2, which
uses a �ner grid (G = 100 instead ofG = 10) for the �rst layer only (inspired by the idea of random
Fourier features in the input layer). The whole image is treated as the training set and there is no test
set. All models are trained with the Adam Optimizer for 15000 steps with learning rate decay (5000
steps for learning rate10� 3, 10� 4 and10� 5), with batch size 1024, on a V100 GPU.

We list PSNR and training wall time in Table 1, and �tted images in Figure 9. We have a few
observations from the results: (1) KANs are comparable to or even outperform baseline methods
(including SIREN) in terms of PSNR, however with more training time. (2) having random features
in the inputs is useful for MLPs, especially high-frequency random features (s = 30 outperforms
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